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Executive Summary 

Associated to task T2.4 “Code Summarization”, this document reports the final steps and 
results obtained for the problem of automatically summarize source code methods by means 
of sequence-to-sequence deep learning models.  

According to the programming languages covered within DECODER, namely Java, C and 
C++, an API is integrated into the PKM and used to retrieve methods and generate natural 
language descriptions for pieces of code written in these languages, thus serving as a 
deployment of the pre-trained models developed in this task. 

The DECODER related training data was gathered from the end users, leaders of the project 
use cases. Specifically, each partner was asked to provide several source code methods 
associated with the natural language description of their functionality. 

To accomplish the task of Code Summarization different pre-processing techniques and deep 
learning architectures have been explored throughout the duration of T2.4 (M12-M30). 

In the context of inputs representation, the options consist in choosing a format between 
tokens/characters or extracted sequences from the Abstract Syntax Trees (ASTs) paths and 
establishing an input and output vocabulary based on these representations. In this use case 
scenario, feeding the models with token-level information offered the optimal choice in terms 
of the evaluation metrics used, such as the BLEU score (Kishore Papineni, 2002) – which is 
widely used in Machine Translation – and the ROUGE score (Lin, 2004), mainly used to 
evaluate results in the context of Text Summarization. Both metrics can be related to Code 
Summarization since the task can be conceived as either translation between programming 
languages and natural language or summarization of methods’ functionality. 

In terms of the type of architectures, first trials have been carried out with classical encoder-
decoder architecture with an additional global attention mechanism. The best results obtained 
with these models were reported in the first version of deliverable (D2.4). Further experiments 
were conducted with transformer models, which nowadays represent the state of the art in 
many Natural Language Processing (NLP) tasks, which proved effective and provided 
significant improvements over previous models. 

Nonetheless, as reported in previous deliverable, there still exists a difference in the 
performances when comparing Java and C/C++ models. However, mitigated by the use of 
more complex models such as transformers. Even when the training data are augmented with 
open-source datasets, the Java generated descriptions show better quality, which is something 
observable in many published papers on the subject, like for instance (Wasi Uddin Ahmad, 
2020) where the Java model trained for Code Summarization largely outperforms the Python 
model, perhaps suggesting that Java syntax may be more suitable for tasks such as Code 
Summarization. 

 

Contributing tasks of this WP T2.1, T2.4 

Related deliverables of this WP D2.4 (due in M24) 

Input from other WP(s) WP6 

Output to other WP(s) WP6 
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1 Introduction 

This document presents the final deliverable for task T2.4, namely ‘Report on final version of 

techniques for code summarization’. It aims to illustrate the progress achieved in Code 

Summarization throughout the last months of the task, by presenting the improvements over 

previous results, reported in D2.4. These improvements were obtained by using more 

sophisticated architectures like transformer language models and transfer learning techniques. 

With the goal of automatically generating understandable natural language documentation for 

methods written in Java, C and C++ through means of deep learning models, task T2.4 

provides an Application Programming Interface (API), integrated with the Persistent 

Knowledge Monitor (PKM), that enables the deployment of such pre-trained model.  

The data used to train these models come both from DECODER use cases provided in WP6 

by the end users (datasets that are shared across tasks T2.3 and T2.4) and from open-source 

datasets derived from scientific publications or public source code repositories that are used 

to augment the available use case data due to their scarcity, which is especially true for C/C++ 

use cases. 

1.1 Document organization 

The reporting for this task is structured across five main sections: 

 The first section (Chapter 2) aims to expand the corresponding section in D2.4, 

covering existing approaches and State Of The Art (SOTA) techniques for source code 

summarization task, with a special focus on representation techniques as an important 

step within the process. 

 The second section (Chapter 3) mentions the datasets information related to the source 

code files of the DECODER use cases and gathers useful information for the 

augmented datasets versions. Paragraphs regarding pre-processing techniques, 

resulting vocabularies and tokens distributions are also provided in this section.   

 The third section (Chapter 4) is dedicated to illustrating the selected model architecture 

and explaining the benefits that transformer models provide over encoder-decoder 

architectures. 

 The fourth section (Chapter 5) presents the evaluation results for Java and C/C++ 

models that are trained both on DECODER use case datasets alone and together with 

the augmented datasets collected under task T2.1. 

 The last section (Chapter 6) includes the results obtained by applying transfer learning 

techniques in order to understand if knowledge gained on a similar task can improve 

DECODER model performances. However, this kind of study has been carried out 

exclusively for the Java model, due to the non-availability of a pre-trained model for 

C/C++ language. 
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2 State of the art of NLP techniques for source code summarization 

This first section aims to recall and integrate some of the most important technical aspects 

regarding Machine Learning (ML) applied in the field of Software Engineering, with a special 

focus on the task of Source Code Summarization, thus expanding section 2 of previous 

deliverable on this topic (D2.4). 

As stated in former deliverables in WP2, emerging applications in this area are relying on the 

“naturalness hypothesis” (Abram Hindle E. T., 2016), (Abram Hindle E. T., 2012), which 

considers source code and related artifacts as if they were natural languages, based on similar 

statistical properties. As a consequence, software development industry and research 

communities (such as the DECODER consortium) started to investigate how to incorporate 

ML- based approaches in software engineering with the aim of addressing a variety of 

problems such a bug detection, code completion, automatic repair, code search, etc. among 

others, with the objective of transitioning to higher intelligent and self-learning systems to make 

software development more straightforward and agile.  

As a matter of fact, quality in software systems is often subjected to the pressure of delivery 

periods rather than being based on those features that are known to hugely benefit quality and 

reduce costs such as having efficient planning, correct specifications, useful documentation, 

etc. Nonetheless there is still a lot of work that needs to be done in this field to be able to exploit 

the full potential of ML on source code so that efforts and complexity in the process of software 

production can be broken down. 

2.1 Representational methods for source code 

In all documents delivered in T2.3 and T2.4, a section is always dedicated to representational 

methods for source code – and resulting vocabularies - since this choice can have a huge 

impact on training speed and performances of the models. 

While software is often more repetitive than natural language, software vocabulary is much 

more diverse since developers can create new identifiers and make them arbitrarily complex, 

thus causing the vocabulary size to potentially explode. Moreover, many common practices 

adopted in NLP tasks cannot be used to reduce vocabulary size with source code, like for 

instance stemming or lemmatization. In fact, these techniques rely on the roots of words to 

identify semantically similar words and assign a unique root token to all of them. While this can 

be extremely useful with NLP, when it comes to source code processing it is not a viable option 

due to the extreme variability in developers variable naming and to the intrinsic difference that 

variable names can represent even when having a common root. On the other hand, in the 

context of Software Engineering, a very useful method to reduce vocabulary size is to split 

identifiers in source code according to naming conventions adopted by developers, such as 

CamelCase and snake_case. 

As discussed in previous deliverables, there are different options to represent source code in 

a suitable and efficient form that can be easily combined as multiple inputs for the models. 

These representations can be grouped into three main categories: 



   

   

 D2.5 Report on final version of techniques for code summarization 

 

 

DECODER Grant agreement No 824231  3 

 Token/Character level 

 Syntactic level (AST) 

 Semantic level (graphs) 

In software engineering, many researchers started to investigate and adopt more complex 

representation of source code because of the inner structural property of programming 

languages. These representations, such as Abstract Syntax Trees (ASTs), can reflect 

programs’ structure and they can be incorporated into model architectures as additional layers. 

Additionally, new architectures, such as Tree-LSTM (Yusuke Shido, 2019), are being 

investigated and proposed as good solutions to overcome the problem of employing traditional 

NLP models that were thought to work with unstructured data such as text. 

In the DECODER context, experiments were conducted using ASTminer proposed in 

(Kovalenko, 2019), a tool that extracts path-based sequences of nodes from the program AST. 

Nevertheless, no improvements in performances were obtained in the generated descriptions 

over the token-level model. Therefore this option was discarded, being also more costly to 

train. 

Concentrating on the token-level information, in (Hlib Babii, 2019) the authors conduct a 

comprehensive study of modeling vocabulary for Big Code applications and point out some 

issues related to the pre-processing of source code in the context of (token-level) language 

modeling. Among the most important features and best practices we find: 

 Non-English files/identifier  It is important to filter out files that are completely 

written in another language or contain many non-English identifiers. 

 Handle literals/comments and whitespaces  Modeling source code without 

splitting tokens and sub-tokens cannot scale since ‘UNK’ (‘Unknown’) would become a 

very frequent token. 

 Handle words and identifiers splitting  Decide whether to treat variables identifiers 

as unique strings or tokenize into sub-words.  

 Case  When words/identifiers are split, the training corpus increases. However, the 

vocabulary size can be reduced by lowercasing all final tokens. 

In section 3.3, the final version of the vocabularies used is described, being the result of a set 

of pre-processing techniques that were adopted with the aim of extracting a meaningful and 

representative vocabulary for code summarization task. 

2.2 SOTA architectures for source code summarization 

In the last few years, research in code summarization tasks offered a variety of solutions, 

covering different issues such as representation methods and pre-processing techniques as 

well as new proposed model architectures. 

Being software engineering a recent field of application of natural language processing 

techniques, it is difficult to identify related papers and establish an extensive state of the art 

covering many programming languages. Even when studies are available it is still difficult to 

compare results across implementations, due to differences in many features such as the 

programming languages, metrics, models and pre-processing techniques that are used. 
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Moreover, literature datasets for source code summarization are often reused in many 

implementations. Being a supervised context, many labeled data are needed so that the deep 

learning models can learn the relationship between input and outputs. However, given that 

labeling source code methods is a very costly process, it is easier to use an already crafted 

dataset in the existing literature. 

By looking at papers published in recent years, it can be deduced that Java programming 

language has often been the object of study across many implementations, even though other 

languages such as Python, SQL, C# are sometimes considered. 

In (Wasi Uddin Ahmad, 2020), the authors, aside from presenting their own model, also re-

propose and expand the established SOTA for those languages which are commonly used in 

code summarization, namely Java and Python. The information they provide, which is 

displayed in Table 1 is re-used from (B. Wei, 2019), the first study that outlined a SOTA for 

such languages by either gathering existing results on code summarization or reproducing 

novel promising architecture on new training source code data to suit this task. The 

transformer-based model in (Wasi Uddin Ahmad, 2020) stands out for its simplicity when 

compared to many models proposed within the field: it consists of a transformer-based 

architecture that is fed with source code token-level information, rather than working with 

complex representations like path sequences from the programs’ ASTs. 

Table 1: SOTA models for Java and Python languages 

 

The results reported in (Wasi Uddin Ahmad, 2020) represent a significant improvement over 

previous studies, especially for Python methods summarization.  

By comparing the transformer approach with the ‘Dual Model’ proposed by (B. Wei, 2019) it 

can be observed that the performances are increased for both languages. The dual learning 

framework for Code Generation and Code Summarization is tested on the same datasets used 

by the authors of (Wasi Uddin Ahmad, 2020) but their proposed model exploits probabilistic 

correlation as regularization in the loss function and imposes a constraint on attention weights 

similarity in an attempt to align the two tasks and provide a framework to deal with both 

applications. The gap in the performances between the transformer and their proposed 

framework is particularly pronounced for Python language, whose metrics increase by almost 

10% whereas the Java improvements stand in a scale of less than 2% for all the metrics 

reported. 
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Other approaches involve more structural representations of the input data such as DeepCom 

(Xing Hu G. L., 2018) or Tree2Seq (Akiko Eriguchi, 2016). The first application introduces a 

structured-based traversal method which helps in keeping ASTs sequences unambiguous and 

reversible to their original AST form. On the other hand, Tree2Seq was proposed by (Akiko 

Eriguchi, 2016) as a framework to translate between English and Japanese languages and 

uses a tree-based LSTM encoder. The scoring results reported in Table 1 for Java and Python 

programming languages were obtained by (B. Wei, 2019) by testing the tree-LSTM based 

proposed approach in the context of software engineering with Java and Python datasets. 

Coming from the same research group as DeepCom and sharing the training dataset with, 

TLCodeSum is presented in (Xing Hu G. L., 2018). This time, the authors propose a framework 

which deals both with API and Code Summarization, by exploiting knowledge extracted from 

API sequences to generate natural language descriptions of source code snippets. 

A different approach proposed by (Y. Wan, 2018), named RL+Hybrid2Seq, is a model trained 

with reinforcement learning on a custom-built Python dataset extracted from GitHub, whose 

encoder is the combination of an LSTM and an AST-based LSTM.  

Moreover, even if not reported in Table 1, (Yusuke Shido, 2019) also used ASTs as the input 

layer for a new proposed type of Tree-LSTM attention model. The authors proposed a Multi-

way Tree-LSTM as the encoding layer in the network, with the scope of introducing a network 

capable of handling nodes with arbitrary number of children and their orders. 

By investigating the literature articles further, few studies involving other programming 

languages can be found. Python, which is growing in adoption as a programming language, 

has been the focus of (Wenhua Wang, 2020), while other articles such as (Patrick Fernandes, 

2018) (Wei Ye, 2020) cover SQL or C#. However, programming languages such as C or C++ 

have not been object of study yet, although it is reasonable to consider that the results, in terms 

of metrics, would be more similar to Python or C# applications rather than Java or SQL, which 

are more structured languages and tend to be less flexible in their syntax. 

Table 2 stands as a complementary SOTA to Table 1, which summarizes some of the most 

relevant models proposed in recent years. 

Table 2: Complementary SOTA for other languages 

Model Language BLEU ROUGE-L METEOR F1 CIDER 

Dual Learning SQL BLEU_4 

11.9  

- 8.7 - - 

Python BLEU_4 

12.4  

- 8.5 -  

TranS3 Python BLEU_1 

37.69  

ROUGE-L 
51.27  

13.52 - 87.24 

Structure Neural 
Summarization 

C# 22.5 (UNK) ROUGE-2 

29  

- 45.4 - 
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Model Language BLEU ROUGE-L METEOR F1 CIDER 

ROUGE-L 

41.1 

 

It can be observed that the overall metrics are generally lower when compared to the Java 

state-of-the-art models. Since the metrics reported differ across studies, it becomes difficult to 

compare them: for instance, even though BLEU or ROUGE scores are used, it is not always 

clear how many n-grams metrics are computed over. Usually BLEU computed considering 4-

grams represent the standard metric of reference in the context of Neural Machine Translation 

(NMT) (Kishore Papineni, 2002). However, many times the BLEU version is totally non-

specified and it is reasonable to assume that diverse implementations use a different number 

of n-grams or differ in the precise implementation of the computations. 

In (David Gros, 2020), the authors conduct an extensive study of the multiple versions of BLEU 

score used across papers in code summarization tasks and identify several implementations 

that introduce smoothing functions such as exponential, Laplace-like, etc. In this context, the 

NLTK implementation of the BLEU smoothing function used to assess the quality of the models 

is among the ones identified by the authors as a widely used version, corresponding to the 

label ‘BLEU_DC’ in their paper.   
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3 Datasets information and inputs representations 

As mentioned in previous deliverables, the DECODER Use Cases datasets are provided by 

the end-users. However, in this version, open-source datasets coming from research projects 

and software repositories such as GitHub/GitLab have been used to augment the available 

data coming from WP6 Use Cases. 

The datasets consist in pairs of source code methods associated with the correspondent 

Natural Language descriptions of their functionalities. In the following section, datasets are 

presented in terms of number of available observations, as well as vocabulary information and 

tokens distributions, according to both versions of the models that are introduced in the 

following chapter.  

In fact, two versions of the transformer are reported for C/C++ and Java programming 

languages: one version is trained on the same dataset used in D2.4, namely DECODER use 

cases datasets, while a second version is trained on the augmented datasets with the same 

proportion of observations in the training, validation and test sets belonging to the DECODER 

datasets. 

3.1 DECODER use cases datasets  

DECODER datasets consist of four uses cases. The number of available observations for each 

use case is reported in Table 3, together with some basic information related to the available 

data. 

‘Drivers’ and ‘OpenCV’ use cases collect source code files written in C and C++ respectively. 

The former use case, led by SYSGO, consists in a collection of Linux drivers source code, 

while TREE ‘OpenCV’ use case gathers programs belonging to a human-robot interaction 

application. 

Java source code files come from ‘myThaiStar’ and ‘Java’ use cases. The first use case, led 

by CAPGEMINI, is an application that manages orders and reservations for an Asian 

restaurant, while the OW2 ‘Java’ use case brings together four independent projects (Joram, 

Lutece, Sat4J and Authzforce projects). 

Table 3: Use cases datasets 

Use Case Leader Programming 
Language 

Files 

Drivers SYSGO C 317 

OpenCV TREE C++ 593 

My_Thai_Star CAPGEMINI Java 471 

Java OW2 Java 7553 
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Out of these four use cases, two models will be built, grouping observations from C and C++ 

programming languages due to the limited number of available observations: 

 C/C++ languages -> 910 pairs of (methods, descriptions) 

 Java language-> 8024 pairs of (methods, descriptions) 

The pairs of observations are split into training, validation and test sets, according to the 

following percentages: 

 Training: 80 %  

 Validation: 10% 

 Test: 10% 

For the sake of comparability between the predictions of the two model versions, these 

proportions are going to be maintained during the development of augmented models that are 

trained with open-source data. 

3.2 Augmented datasets 

The augmented Java dataset, DeepComm comes from (Xing Hu G. L., 2018) and gathers 

more than 500k pairs of Java methods and associated NL description which were already 

selected by the authors of the paper.  

On the other hand, the augmented C/C++ dataset is built by extracting 250k observations in C 

and 250k observations in C++ from a SQL database provided by (Ben Gelman, 2019). They 

collected source code files from GitHub repositories written in C, C++, Java and Python; 

extracted comments using Doxygen (https://github.com/doxygen/doxygen), and condensed 

such pairs into the database. Since the data were not previously filtered or crafted for direct 

training, the augmented dataset has been selected with a minimum length for the NL 

description to avoid considering empty descriptions.  

3.3 Vocabularies 

A very important step when building a language model is the selection of a vocabulary that is 

useful for the task to solve. By applying NL techniques to tokenize source code, traditional 

word-level tokenization is not enough: identifiers in source code need to be split according to 

the naming conventions adopted by developers such as camelCase and snake_case. 

As initial step, Pygments (https://pygments.org/) is used to achieve word level tokenization of 

source code methods. The Python library gathers lexers for existing programming languages, 

which are helpful to slice programs into tokens according to syntax rules. Since C and C++ 

code from the use cases were merged to obtain more training data, CppLexer is used to 

tokenize both C and C++ code, while the JavaLexer is used for Java programs. Pygments 

tokenization produces a list of tuples of the obtained code units (tokens) associated with a tag 

for their functionality (whether they are keywords, identifiers, punctuation, etc..), information 

particularly useful to carry out further pre-processing such as identifier splitting, filtering, assign 

common labels, etc.  
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After extensive trials conducted with different approaches under this task, the best 

configuration found for pre-processing is: 

 Word tokenization + identifier splitting function. 

 Discard tabs, new lines and punctuation. 

 Assign labels to numbers: 

o ‘INT’ for Pygments ‘Token.Literal.Number.Integers’ labels. 

o ‘FLOAT’ for Pygments ‘Literal.Number.Float’ labels. 

 Discard low frequency tokens: 

o at least 3 times (input, output) for Java DECODER model.  

o at least 5 times (input, output) for Java augmented model.  

o at least 2 times (input, output) for C/C++ DECODER model.  

o at least (10 times input, 5 times output) for C/C++ augmented model. 

 Lowercasing final tokens. 

After the pre-processing and feature extraction techniques are applied, the resulting 

vocabulary sizes can be extracted.  

Table 4: Vocabulary sizes for DECODER and augmented models 

 DECODER datasets Augmented datasets 

Vocabulary C/C++ Java C/C++ Java 

Input 2865 2881 168167 51171 

output 1421 3294 27439 26876 

Concerning DECODER use cases datasets, it can be observed in Table 4 that the input 

vocabulary, representing the source code extracted tokens, has similar size for C/C++ and 

Java, while the output vocabulary representing the tokens in the Natural Language 

descriptions is much smaller for the C/C++ data. 

The augmented datasets show much larger input vocabularies, while having quite smaller 

output vocabularies. This happens when increasing the number of available observations, 

since the vocabulary is more likely to scale for source code tokens than for output sequences 

written in natural languages, due to the already mentioned problem of variable naming adopted 

by developers, even when precautions like filtering low appearance tokens or lowercasing final 

words are taken to prevent this behavior to occur. 

3.4 Tokens distributions 

This section is dedicated to showing the token distributions for source code and natural 

language descriptions, once the pre-processing techniques have been established and applied 

to the input and output sequences.  

These histograms (Figure 1 to Figure 6) can be particularly useful to select the maximum 

sequence length to feed the models with, before sequences are padded to the same length 

during the feature extraction process, described in the following section. 
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3.4.1 DECODER Java distributions  

 

Figure 1: DECODER Java token distributions in source files and NL descriptions 

 

3.4.2 DECODER C/C++ distributions 

 

Figure 2: DECODER C/C++ token distributions in source files and NL descriptions 
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3.4.3 AUGMENTED Java distributions 

 

Figure 3: Java augmented dataset token distributions in summaries and source files (log) 

 

Figure 4: Java augmented dataset, zoom on source files tokens distribution 

 

3.4.4 AUGMENTED C/C++ distributions 

 

Figure 5: C/C++ augmented dataset token distributions in summaries and source files (log) 
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Figure 6: C/C++ augmented dataset, zoom on source files tokens distribution 

3.5 Feature extraction 

When feeding the selected networks with the methods and descriptions, there are some 

essentials steps to follow, independently from the selected pre-processing techniques, which 

can be summarized in these four basic steps: 

 Tokenization into units of interest and creation of the training vocabularies. 

 Addition of <start> and <end> tokens to the target sequences to facilitate the decoder 

to process them. 

 Conversion to numerical labels using dictionaries, where an UNK label is assigned to 

non-represented words. This is particularly important in inference setting, since words 

that were not previously known by the models can be assigned to this label. 

 Extraction of sequences of equal maximum length, by either padding shorter 

sequences with 0s or truncating longer sequences to such maximum value.  

Taking into consideration the histograms displayed in the previous sections, the maximum 

length values to pad input and output sequences are chosen. In our implementation, these 

values are set for both Java and C/C++ models to: 

 200 for source code 

 15 for NL descriptions 

 

  



   

   

 D2.5 Report on final version of techniques for code summarization 

 

 

DECODER Grant agreement No 824231  13 

4 Model implementations 

Since Machine Learning gathers an assortment of techniques, the challenge of using ML in 

Software Engineering consists not only in finding the right way of modelling the problem but 

also comparing various techniques and their potential for pre-processing and feature 

extraction. 

In previous deliverable D2.4, given that the architecture was established right since the 

beginning of the project to be a sequence-to-sequence encoder-decoder NLP model, as stated 

in the Description Of Action (DoA), our focus was on exploring several options for pre-

processing and feature extraction. Nonetheless, different configurations of the model 

architecture have been tested, varying the input and output sequence representation as well 

as the architecture itself, since different recurrent layers such as LSTM (Hochreiter S, 1997), 

GRU (Kyunghyun Cho, 2014) and bidirectional version of such layers were adopted in both 

encoder and decoder internal layers. Furthermore, the introduction of a global Attention 

mechanism (Ashish Vaswani, 2017) was also leveraged to provide the model with more 

context in the process of decoding sequences. 

Moreover, trials were conducted using AST Miner tool (Kovalenko, 2019), which extracts AST 

path sequences in the form of (inital_token, sequence, final token) that were fed to the models 

either alone or together with token level information. These sequences gather information 

about the node types in the AST path, which are then associated with the direction within the 

path. However, no significant improvements were observed when compared to the token 

model, while these models were more computationally expensive to train.  

Afterwards, once D2.4 was delivered in M24 detailing the best results obtained with the 

encoder-decoder and global attention mechanism, a new type of model, such as the 

transformer, is proposed as an efficient solution to achieve source code summarization. 

Therefore, Chapter 5 of this last deliverable presents the results obtained with a new approach 

that includes transformers architectures. 

As final experiment, transfer learning techniques are also leveraged with a pre-trained 

transformer model trained on Java source code (Wasi Uddin Ahmad, 2020) and the 

performances obtained are shown in Chapter 6. 

4.1 Transformer architecture  

The transformer language model is a quite novel architecture that is becoming more and more 

popular due to its ability to efficiently solve many NLP tasks, such as text generation and neural 

machine translation, among others. This kind of model was firstly introduced in 2017 in the 

paper ‘Attention is all You Need’ (Ashish Vaswani, 2017) providing significant improvement in 

performances on NMT task for both English-to-German and English-to French translation, 

while being a less costly architecture to train. 

The model is composed of two main parts: the encoder and the decoder, which are usually 

blocks of N encoder/decoder layers stacked on the top of each other. The internal configuration 

for the encoder and decoder is a combination of Multi-Head Attention and feedforward layers.  
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The main difference from previous encoder-decoder (+attention) architectures developed in 

deliverable D2.4 is that the transformer model uses stacks of self-attention layers (Figure 7) 

instead of recurrent layers. Some of the most important features of this architecture will be 

explained below. 

 

Figure 7: Transformer architecture. Image source: fig 1, 2 from (Ashish Vaswani, 2017) 

Positional encoding 

Since no recurrent layers are used, positional encoding is added to the embedding vector to 

feed the model with information regarding the relative position of the words in the sentence. 

Embeddings represent a token in a multi-dimensional space where tokens with similar 

meaning will be closer to each other. However, traditional embeddings cannot encode the 

relative position of words in a sentence. Therefore, with the introduction of positional encoding, 

words will be closer to each other in the space based on both the similarity of their meaning 

and their position in the sentence. 

Masking  

When batching sequences together, the masking mechanism is used as an indicator of which 

tokens should or should not be processed. More precisely it consists of a binary vector that 

assumes the value of 1 if the tokens need to be processed or the value of 0 to indicate padded 

tokens. 

Multihead attention 

The multi-head attention mechanism is made up of four parts: 

 Linear layers are split into heads. 

 Scaled dot-product attention is computed. 

 Heads are concatenated. 
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 Final linear layer is applied. 

Therefore, each multi-head attention block receives three inputs; Query, Key and Value, which 

are put through dense layers and split up into multiple heads. This allows the model to jointly 

pay attention to the information at different positions from different representational spaces. 

Encoder/Decoder 

The transformer model follows the same general pattern as a standard seq2seq + attention 

model.  The input sequences are fed through the stacked encoder layers that generates an 

output for each element in the sequence; afterwards, the decoder processes this output and 

its own input (the self-attention mechanism) to generate next word probabilities. 

Therefore: 

 Each encoder layer (N) consists of sublayers: 

1. Multi-head attention (padding mask). 

2. Feed forward dense layers. 

 Each decoder layer (N) consists of sublayers: 

3. Masked multi-head attention (look ahead mask, padding mask). 

4. Multi-head attention (padding mask). 

5. Feed forward dense layers. 

Comparison with RNNs: 

 Advantages 

 No assumptions about the temporal/spatial relationships across data. 

 Allow layer outputs to be computed in parallel, instead of one after another. 

 Ability to learn long-range dependencies. 

 Drawbacks 

 If the inputs have a temporal/spatial relationship, like it happens in natural languages, 

the architecture needs the introduction of positional encoding, or the model will end up 

treating the input sequences as a bag of words. 
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5 Model evaluation 

This evaluation section reports the results obtained with the transformers architectures 

presented in previous chapter. In particular, the Java and C/C++ models have been trained 

both on DECODER datasets and their augmented versions, while maintaining the use cases 

datasets balanced.  Moreover, the models’ predictions are further analyzed to better 

understand the quality of the generated descriptions by displaying examples of predictions 

accompanied by attention heatmaps of the decoder multi-head attention layer. 

The evaluation metrics used to assess the generated natural language descriptions belong to 

two different families of metrics: the BLEU (Kishore Papineni, 2002) score – which is mainly 

used in MT setting – and the ROUGE sets of metrics (Lin, 2004) – which are often used to 

evaluate performances in summarization tasks: 

 Sentence level BLEU_4 score (+ Smoothing Function) 

 Corpus level BLEU_4 score 

 SacreBLEU  

 ROUGE – L 

Although BLEU stands as the metric of reference for our application, the ROUGE sets of 

metrics are also reported for the sake of comparability across implementations, since the two 

metrics are usually reported together in papers for source code summarization.  

With BLEU score, the sentence comparison is made regardless of its word ordering, and it 

works by counting matching of n-grams in the candidate translation to n-grams in the reference 

text. Among the BLEU metrics the most commonly used version is the BLEU_4, which counts 

4 n-grams overlap between the generated sentences and the ground truth. Although being a 

commonly used metric, the BLEU_4 score tends to over-penalize short sentences: whenever 

n-grams (of any order) are not encountered the scores goes down to 0. That is why a 

smoothing function needs to be adopted, especially if there are many short sentences in the 

training datasets. As it is the case for DECODER datasets, the smoothing function (name 

‘method4’) provided by NLTK library is introduced into the selection of models and to score the 

models’ decoded sentences.  

As a matter of fact, the NLTK library offers a variety of smoothing function implementations, 

mainly based on the methods compared by (Boxing Chen, 2014) in their study. In particular, 

the smoothed version adopted in NLTK ‘method4’ implementation would score the same as 

the BLEU_4 score itself when at least one n-gram is found. Otherwise, it would assign larger 

values to shorter sentences for those n-grams not found, avoiding the metric to drop to zero. 

On the contrary, the corpus-level BLEU score (reflected in NLTK corpus-level BLEU 

implementation), instead of averaging the sentence level BLEU scores (macro-average 

precision as in the original BLEU metric), accounts for the micro-average precision by summing 

the numerators and denominators for each hypothesis-reference pair before the division. 

Therefore, no smoothing function is needed when computing this metric. 

The sacreBLEU is proposed in 'A Call for Clarity in Reporting BLEU Scores' (Post, 2018) and 

is introduced to overcome the problem of different pre-processing schemes impacting on 
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scores. Since the metrics accept detokenized sentences, its internal pre-processing is applied, 

thus making the resulting metrics comparable across implementations with different pre-

processing techniques. 

Finally, the ROUGE-L score (Recall-Oriented Understudy for Gisting Evaluation) belongs to 

the rouge set of metrics, where L stands for Longest Common Subsequence. The metric takes 

into account sentence level structure similarity and identifies the longest co-occurring in 

sequence n-grams. Then, it computes F1-score, precision and recall between generated 

sequences and ground truth. 

5.1 Hyperparameter tuning 

In this section, the optimization of the hyperparameters of the transformer models is presented. 

Since the DECODER and augmented models highly differ in the volume of training data that 

are used, the choice of hyperparameters space needs to be taken accordingly. The augmented 

models are selected with higher values for the hyperparameters and more layers in the entire 

configuration, so that model performances can scale with the available observations. On the 

contrary, the space of hyperparameters is set to lower values to avoid overfitting on the 

reduced training data for the use case models. Another difference between DECODER and 

augmented models hyperparameter tuning resides in the learning rate. For both types of 

models a learning rate scheduler is used to avoid overfitting, inspired by (Ashish Vaswani, 

2017), which introduces warmup steps until a declared number of iterations is achieved and 

then exponentially decreases the learning rate. Remembering that an epoch elapses when an 

entire dataset is passed forward and backward through the neural network exactly one time 

and that the entire dataset is divided into batches, the batch size is therefore the total number 

of training samples present in a single batch. An iteration (or step) is a single gradient update 

during training and the number of iterations is equivalent to the number of batches needed to 

complete one epoch. Keeping in mind these aspects, for the models trained with DECODER 

datasets, the number of warmup steps is kept lower due to scarcity in the training data which 

reflects in lower batch sizes. On the other hand, in the optimization of the models trained with 

augmented data, the learning rate scheduler allows a greater number of iterations, having 

declared larger training batches in the search parameters space. 

The trials have been conducted with hyperopt (https://github.com/hyperopt/hyperopt) library, 

which uses Bayesian optimization for tuning. Once a search space – which may include real-

valued, discrete, and conditional spaces – and an objective function to optimize are defined, 

the minimization function can be called choosing the number of trials that have to be 

conducted. For the DECODER model the number of trials is set to 50, whereas the iterations 

carried out for this version of the augmented modes were 10 due to considerably longer training 

time. Even though task T2.4 is officially concluded at month 30, the integration of the models 

developed in WP2 continues. Therefore, more experiments can be carried out in the future, 

varying the hyperparameter space and the number of trials, with the aim of further improving 

the performance of the augmented models. 
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5.1.1 DECODER models 

In the context of the models trained with DECODER data, the search space has been adapted 

to the actual volume of available training data, that for the C/C++ use cases represents approx. 

10% of the Java dataset. More precisely, the dimensionality of the embeddings and feed 

forward layers hidden units are set to higher values for the Java model, as well as the batch 

size and warmup steps. 

Java 

Search space: 

 Dropout: choose between [0.2, 0.3, 0.4] 

 Embedding dimensionality: choose between [64, 128, 256, 512] 

 Batch size: choose between [4, 8, 16, 32] 

 Feed-forward layers dimensionality: choose between [64, 128, 256, 512] 

 Attention heads: choose between [2, 4, 8] 

 LR warmup steps: choose between [4000,8000,10000,12000] 

Trials are presented in Table 5. 

Table 5: Trials for the Java model 

batch_size dff_dim dropout emb_dim heads warmup_steps val_loss valid_BLEU4 

4 128 0.3 128 8 10,000 3.215656 0.209151 

16 256 0.2 256 4 10,000 3.021985 0.294955 

4 128 0.3 256 4 4,000 3.063149 0.22587 

32 128 0.3 512 2 8,000 3.103552 0.275982 

8 512 0.4 512 2 10,000 2.852407 0.293966 

16 128 0.3 64 2 8,000 3.196449 0.222105 

16 512 0.3 128 2 4,000 2.997002 0.273913 

16 64 0.4 256 2 8,000 2.974363 0.27535 

8 128 0.3 512 2 8,000 2.812422 0.279742 

32 128 0.2 128 8 4,000 3.304753 0.272866 

16 64 0.4 64 2 10,000 3.339714 0.183443 

8 512 0.3 64 4 12,000 3.193462 0.212266 

4 256 0.2 512 8 8,000 2.759573 0.277294 

8 512 0.2 64 8 8,000 3.110109 0.214164 

16 512 0.3 64 2 8,000 3.17075 0.231036 

8 128 0.3 128 8 4,000 2.969068 0.246377 

4 256 0.2 256 4 8,000 2.925618 0.255494 

32 128 0.4 64 4 10,000 3.376819 0.223501 

8 64 0.4 512 2 8,000 2.87668 0.263664 

32 128 0.4 512 4 12,000 3.151193 0.296838 

8 64 0.3 128 4 10,000 3.012767 0.25157 

4 128 0.4 256 2 8,000 3.215967 0.193491 
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batch_size dff_dim dropout emb_dim heads warmup_steps val_loss valid_BLEU4 

32 128 0.3 512 8 12,000 3.075669 0.308343 

4 64 0.3 256 2 8,000 3.03761 0.216809 

32 128 0.3 128 4 8,000 3.29084 0.287361 

8 256 0.4 128 2 8,000 3.099263 0.23633 

32 256 0.4 512 4 4,000 3.034361 0.292473 

16 64 0.4 512 4 10,000 2.952665 0.306864 

32 256 0.4 64 2 8,000 3.374074 0.199877 

32 512 0.3 128 8 10,000 3.320645 0.28491 

16 64 0.4 128 4 10,000 3.09792 0.262801 

4 512 0.3 64 2 4,000 3.532176 0.146567 

8 256 0.2 128 8 4,000 2.90544 0.261048 

16 512 0.3 512 4 10,000 2.921356 0.293717 

8 128 0.2 512 8 12,000 2.741197 0.317021 

4 128 0.2 64 4 10,000 3.361775 0.176386 

32 64 0.3 128 4 8,000 3.314416 0.280552 

32 64 0.3 128 4 4,000 3.268678 0.273132 

16 512 0.4 512 4 12,000 2.953447 0.305523 

32 256 0.3 256 2 12,000 3.280211 0.290656 

8 128 0.4 128 8 8,000 3.094077 0.230116 

4 64 0.3 512 8 4,000 2.853739 0.265622 

4 256 0.2 64 8 4,000 3.366276 0.174294 

4 512 0.2 128 4 10,000 3.114272 0.225939 

4 128 0.4 64 2 8,000 3.734374 0.126284 

32 512 0.2 512 4 10,000 3.065641 0.288153 

4 64 0.2 512 2 10,000 2.824111 0.255003 

4 64 0.3 128 2 10,000 3.251799 0.19775 

32 512 0.2 128 8 80,00 3.354826 0.275856 

 

C/C++ 

Search space: 

 Dropout: choose between [0.2, 0.3, 0.4] 

 Embedding dimensionality: choose between [32, 64, 128, 256] 

 Batch size: choose between [4, 8, 16] 

 Feed-forward layers dimensionality: choose between [32, 64, 128, 256] 

 Attention heads: choose between [2, 4, 8] 

 LR warmup steps: choose between [2000,4000,6000,8000,10000] 

 

Trials are presented in Table 6. 
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Table 6: Trials for the C/C++ model 

batch_size dff_dim dropout emb_dim heads warmup_steps val_loss valid_bleu4 

8 32 0.4 32 8 6,000 4.1170535 0.175561 

16 256 0.2 256 4 4,000 3.5540462 0.278526 

4 32 0.4 64 2 4,000 3.7549112 0.219114 

4 32 0.3 128 2 6,000 3.6721961 0.237626 

4 256 0.2 32 4 10,000 3.9797332 0.23071 

8 256 0.4 128 2 10,000 3.8736565 0.247753 

8 64 0.4 64 8 2,000 3.9152462 0.202332 

16 64 0.3 128 2 8,000 3.8861167 0.249513 

16 64 0.3 256 8 6,000 3.651856 0.294115 

8 256 0.4 64 4 4,000 3.9808052 0.197518 

16 32 0.2 256 4 8,000 3.561192 0.302076 

8 128 0.2 64 8 2,000 3.8824236 0.2367 

16 256 0.2 256 2 6,000 3.585209 0.276258 

16 64 0.3 128 8 2,000 3.8166943 0.241501 

16 256 0.3 256 2 4,000 3.6346796 0.276702 

8 128 0.2 128 8 2,000 3.6596503 0.245647 

16 256 0.3 64 8 8,000 4.098414 0.252845 

16 64 0.4 256 8 6,000 3.6948726 0.294979 

8 128 0.2 256 4 4,000 3.563578 0.272811 

8 64 0.4 32 2 2,000 4.0608954 0.165027 

16 32 0.3 32 2 2,000 4.209799 0.203735 

4 256 0.2 256 8 2,000 3.3352814 0.204784 

8 256 0.3 64 4 10,000 3.9365125 0.235709 

4 256 0.3 32 4 6,000 3.9274774 0.156954 

8 64 0.4 256 8 6,000 3.6691077 0.28431 

8 32 0.3 64 2 10,000 4.0153365 0.212183 

4 32 0.3 128 2 10,000 3.6502025 0.244574 

16 64 0.2 64 4 10,000 4.0596347 0.255025 

4 32 0.2 32 8 2,000 3.8101387 0.135527 

16 64 0.3 128 2 4,000 3.8598943 0.244983 

16 32 0.4 64 8 4,000 4.106823 0.172472 

4 64 0.3 128 2 2,000 3.5574045 0.193072 

4 64 0.4 128 8 2,000 3.577129 0.220952 

16 256 0.2 128 8 6,000 3.7901037 0.241228 

16 256 0.3 256 2 8,000 3.6795595 0.25666 

4 32 0.2 256 4 2,000 3.3302555 0.224377 

8 256 0.3 64 2 2,000 3.9002755 0.223354 

8 32 0.4 64 8 4,000 4.017498 0.188034 
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batch_size dff_dim dropout emb_dim heads warmup_steps val_loss valid_bleu4 

16 32 0.3 128 8 4,000 3.8320763 0.272125 

16 32 0.2 128 4 4,000 3.7676628 0.258474 

4 32 0.2 128 4 4,000 3.6245513 0.253267 

8 128 0.3 128 4 8,000 3.8042834 0.26954 

8 64 0.2 128 4 6,000 3.7417464 0.257777 

4 32 0.3 128 2 4,000 3.6190484 0.233865 

8 128 0.3 128 4 8,000 3.8042195 0.258974 

8 32 0.3 256 2 2,000 3.5298653 0.215861 

4 32 0.2 256 4 6,000 3.3878074 0.268004 

16 256 0.4 32 4 10,000 4.3029914 0.180233 

16 64 0.4 128 8 10,000 3.9607399 0.249557 

 

5.1.2 Augmented models 

As already mentioned, scaling in dataset size means that the model complexity should scale 

accordingly. Therefore, for the trials conducted with the augmented version of the 

summarization models, the search space is adapted to have higher dimensionality in terms of 

encoder/decoder layers, as well as their inner configuration, batch sizes, etc. 

C/C++ 

Search space:  

 Dropout: choose between [0.1, 0.2, 0.3, 0.4] 

 Embedding dimensionality: choose between [64, 128, 256, 512] 

 Batch size: choose between [128, 256, 512] 

 Feed-forward layers dimensionality: choose between [128, 256, 512] 

 Attention heads: choose between [4, 8] 

 Number of stacked layers in encoder and decoder: choose between [1,2,3] 

 LR warmup steps: choose between [4000, 8000,16000, 20000] 

Trials conducted for the C/C++ augmented model are presented in Table 7. 

Table 7: Augmented C/C++ models hyperopt trials 

batch 

size 

dff 

dim dropout 

emb 

dim heads layers 

warmp 

steps loss 

valid 

bleu4 

128 512 0.1 128 8 1 20000 4.3122 0.0950 

512 512 0.1 512 4 1 8000 3.7263 0.2260 

128 128 0.4 64 4 2 8000 4.9996 0.0350 

256 256 0.1 512 4 2 20000 3.7138 0.2190 

256 512 0.1 128 8 1 16000 4.1586 0.1092 

128 256 0.1 128 8 3 16000 4.2766 0.1010 

512 256 0.2 256 4 3 20000 3.7194 0.2037 

256 256 0.2 512 8 1 4000 3.5696 0.2051 
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batch 

size 

dff 

dim dropout 

emb 

dim heads layers 

warmp 

steps loss 

valid 

bleu4 

512 128 0.4 256 8 2 4000 3.7300 0.1284 

128 256 0.1 128 8 3 20000 4.3194 0.1072 

 

Java 

Search space: 

 Dropout: choose between [0.1, 0.2, 0.3, 0.4] 

 Embedding dimensionality: choose between [64, 128, 256, 512] 

 Batch size: choose between [128, 256, 512] 

 Feed-forward layers dimensionality: choose between [128, 256, 512, 1024] 

 Attention heads: choose between [4, 8] 

 Number of stacked layers in encoder and decoder: choose between [1,2,3] 

 LR warmup steps: choose between [4000, 8000, 12000,16000, 20000] 

The trials related to the Java augmented model are reported in Table 7. 

Table 8:  Augmented Java models hyperopt trials 

batch 

size 

dff 

dim dropout 

emb 

dim heads layers 

warmp 

steps loss 

valid 

bleu4 

256 256 0.4 512 4 3 8000 3.3384 0.0908 

256 1024 0.4 256 4 3 12000 3.3957 0.0937 

128 128 0.1 128 4 2 4000 3.794 0.0497 

256 128 0.1 256 4 3 20000 3.359 0.0892 

128 512 0.1 512 4 3 16000 3.2709 0.1513 

512 128 0.2 128 4 3 12000 3.4150 0.0745 

128 128 0.4 256 4 2 12000 3.8451 0.0372 

128 128 0.1 256 8 3 16000 3.4707 0.0808 

128 1024 0.3 64 4 1 16000 4.5516 0.0189 

512 128 0.2 256 8 1 4000 3.3166 0.0888 

  

One interesting observation related to the Java trials (Table 8) is that the parameters were not 

as widely explored as in the C/C++ trials (Table 7), having the same parameters values 

selected over multiple iterations, which is especially true for the number of layers and attention 
heads. By considering the reduced number of trials together with the repetition of the chosen 
parameters by the algorithm it is understandable that the model struggles to reach high 
performances. 

5.2 Use cases and augmented best models 

Once the optimization of the models hyperparameters is carried out and the best models are 

identified, they can be used to generate predictions. This section is dedicated to report the 

results obtained with the transformers model architectures based on DECODER use cases 

datasets and the augmented datasets. In particular, for the DECODER model, results are 
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directly comparable with the previous model versions based on encoder-decoder architecture 

and global attention mechanism, reported in D2.4. 

5.2.1 Java models 

The best configuration of parameters for the Java models is: 

 max_sequence_length: 200 (source code), 15 (descriptions) 

 number of layers:  

o decoder: 1 

o augmented: 3 

 embedding dimensionality:  

o decoder: 512 

o augmented: 512 

 feed forwards layers dimensionality 

o decoder: 128 

o augmented: 512  

 number of attention heads 

o decoder: 8 

o augmented: 4 

 dropout rate:  

o decoder: 0.2 

o augmented: 0.1 

 batch size:  

o decoder: 8 

o augmented: 128 

 learning rate: 

o decoder: warmup steps 12000 
o augmented: warmup steps 16000 

The computed BLEU and ROUGE sets of metrics for the selected Java models across the 
training, validation and test set are reported in Table 9, Table 10 and Table 11 respectively. 

5.2.1.1 Training set evaluation 

Table 9: Java best model evaluation – training set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 94.53 76.13 

BLEU_2 93.22 71.97 
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 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_3 90.07 66.70 

BLEU_4 83.36 60.83 

BLEU_4 adj 88.61 67.49 

Corpus BLEU 93.38 68.58 

sacreBLEU 93.89 68.67 

Rouge-L f1 score 95.53 79.25 

Rouge-L precision 96.1 81.71 

Rouge-L recall 95.40 78.52 

5.2.1.2 Validation set evaluation 

Table 10: Java best model evaluation – validation set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 53.21 39.17 

BLEU_2 44.97 28.61 

BLEU_3 39.24 20.69 

BLEU_4 31.70 15.13 

BLEU_4 adj 42.78 28.42 

Corpus BLEU 43.85 23.63 

sacreBLEU 44.07 23.75 

Rouge-L f1 score 58.05 45.83 

Rouge-L precision 60.58 49.75 

Rouge-L recall 58.61 46.43 

5.2.1.3 Test set evaluation 

Table 11: Java best model evaluation – test set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 56.73 40.79 

BLEU_2 49.81 31.27 

BLEU_3 43.11 24.15 

BLEU_4 37.06 18.52 
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BLEU_4 adj 47.01 31.02 

Corpus BLEU 48.35 28.33 

sacreBLEU 48.53 28.50 

Rouge-L f1 score 60.80 47.12 

Rouge-L precision 62.77 51.17 

Rouge-L recall 61.23 47.24 

The Java model performances for the DECODER models are quite good for both BLEU and 

ROUGE set of metrics. It can be appreciated from Table 10 that the model is performing well 

on the validation set, which is used to monitor its loss and forces stop if no improvement is 

achieved, but also with data that were not previously known by the model, belonging to the 

test set, for which metrics are displayed in Table 11. 

5.2.2 C/C++ models 

The best configuration of parameters for the C/C++ models is: 

 max_sequence_length: 200 (source code), 15 (descriptions) 

 number of layers:  

o decoder: 1 

o augmented: 1 

 embedding dimensionality:  

o decoder: 256 

o augmented: 512 

 feed forwards layers dimensionality 

o decoder: 32 

o augmented: 512  

 number of attention heads 

o decoder: 4 

o augmented: 4 

 dropout rate:  

o decoder: 0.2 

o augmented: 0.1 

 batch size:  

o decoder: 16 

o augmented: 512 

 learning rate: 

o decoder: warmup steps 8000 

o augmented: warmup steps 8000 
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From the selected parameters listed above, it can be observed that the dropout decreases for 
the augmented models, whereas all those parameters that increases model complexity such 
as embeddings dimensionality, number of hidden units and batch size are selected with greater 
values. 

Table 12, Table 13 and Table 14 show the computed BLEU and ROUGE sets of metrics for 
the selected C/C++ models across the training, validation and test set respectively. 

 

5.2.2.1 Training set evaluation 

Table 12; C/C++ best model evaluation – training set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 98.37 75.15 

BLEU_2 97.99 69.73 

BLEU_3 97.22 63.47 

BLEU_4 95.98 57.05 

BLEU_4 adj 97.1 64.29 

Corpus BLEU 97.9 68.82 

sacreBLEU 97.94 69.30 

Rouge-L f1 score 98.60 78.34 

Rouge-L precision 98.79 80.92 

Rouge-L recall 98.49 77.70 

5.2.2.2 Validation set evaluation 

Table 13: C/C++ best model evaluation – validation set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 55.21 49.18 

BLEU_2 45.49 39.29 

BLEU_3 38.11 29.92 

BLEU_4 30.21 22.60 

BLEU_4 adj 41.51 34.16 

Corpus BLEU 39.45 31.55 

sacreBLEU 39.50 31.68 

Rouge-L f1 score 59.51 53.06 
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Rouge-L precision 60.71 56.83 

Rouge-L recall 59.63 51.92 

5.2.2.3 Test set evaluation 

Table 14: C/C++ best model evaluation – test set 

 Transformer  

DECODER 

Transformer 
Augmented 

BLEU_1 53.67 45.72 

BLEU_2 44.61 37.03 

BLEU_3 34.02 26.73 

BLEU_4 26.06 20.27 

BLEU_4 adj 38.64 32.05 

Corpus BLEU 36.85 30.17 

sacreBLEU 36.87 32.05 

Rouge-L f1 score 57.89 51.67 

Rouge-L precision 58.88 55.10 

Rouge-L recall 58.43 51.70 

Although still outperformed by the Java use case model, the current version of the C/C++ 

DECODER model represents a consistent improvement over previous results obtained with 

the encoder-decoder (+attention) model, presented in deliverable D2.4. In contrast to what 

happens with the Java DECODER model, here the performances drop a little bit by switching 

from the validation set (Table 13) to the unknown data in the test set (Table 14). 

These differences between validation and test set performances appear mitigated by switching 

to the augmented model, which also scores worse on the training set (Table 12), suggesting 

that the model has less tendency to overfit the training dataset, thus being more robust when 

compared to the C/C++ model trained on DECODER data. 

5.3 Qualitative analysis and comparison of generated descriptions 

This last section of the evaluation chapter aims to collect and compare information regarding 

the quality of the generated natural language descriptions in order to assess if such 

descriptions can actually reflect methods functionality. 

For both Java and C/C++ models – since the validation and test sets are kept the same during 

the assessment of both DECODER models and augmented models – it makes sense to select 

illustrative examples of well and badly generated descriptions across the whole set of models. 

This could help in further understanding whether the lower scores of the augmented models 

are actually reflected in worse generated summaries or if the models have learnt to elaborate 

on the original descriptions, supported by new non-related datasets.  
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As already mentioned in previous chapters, the metrics adopted to assess the quality of 

language models for text summarization or neural machine translation suffer from a huge 

limitation in terms of capturing a good generated sentence if the exact same words are not 

generated: in fact if the model learns to use synonyms, paraphrase the original descriptions or 

even finish sentences with meaning, these achievements cannot be reflected in a good BLEU 

or ROUGE score, since both metrics compute their scores based on how many n-grams are 

present in both ground truth and prediction. 

5.3.1 Java models  

 myThaiStar – ClusterDataTo_6.java 

 ORIGINAL summary: setter for the property UNK 

 DECODER predicted summary: setter for the property dish name 
o BLEU_4 = 50.81; BLEU_4 smooth = 50.81 

 AUGMENTED predicted summary: setter for the property polygon 
o BLEU_4 = 50.81; BLEU_4 smooth = 50.81 

 

 

@Override 

  public void setDishName(String dishName) { 

 

    this.dishName = dishName; 

  } 
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Figure 8: Attention heatmaps heads for ClusterDataTo_6.java 

Even though the last word of the original description is unknown to the model, the network is 

able to predict the functionality of the method correctly, understanding from the source code 

that ‘dish name’ is the property to set. 

The augmented model has the same score relative to the ground truth, but clearly provides a 

worse documentation summary because it does not guess correctly the property name from 

the source code. 
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 Java – AdminWrapper_createUser_String_String.java 

 

 ORIGINAL summary: creates or retrieves a user on the underlying joram server  

 DECODER predicted summary: creates or retrieves a user on the local server 
o BLEU_4 = 67.17; BLEU_4 smooth = 67.17 

 AUGMENTED predicted summary: creates or retrieves a user on the underlying jmx 
agent using the underlying data 

o BLEU_4 = 51.42; BLEU_4 smooth = 51.42 

public User createUser(String name, String password) throws ConnectException, 

AdminException { 

    return createUser(name, password, getLocalServerId(), 

SimpleIdentity.class.getName()); 

  } 
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Figure 9: Attention heatmaps heads for AdminWrapper_createUser_String_String.java 

In this case, the prediction is good but also more generic than the original description. It can 

be observed from the attention heatmaps that the decoder is paying attention in multiple heads 

to the source code token ‘local’ which is expressed as ‘underlying joram’ in the descriptions, 

but those exact words do not appear in the original source file and are not retrieved by model. 

The augmented model predicts the purpose of the method correctly but adds specific 

information not present in the original description such as “jmx server” and “using the 

underlying data” which is likely to be incorrect.  

 Java – PortletType_setUrlCreation_String.java 

 ORIGINAL summary: sets the url of the program which manages the creation of this 
portlet type 

 DECODER predicted summary: sets the url of the program which creates this portlet 
o BLEU_4 = 47.40; BLEU_4 smooth = 47.40 

 AUGMENTED predicted summary: sets the url of the program which manages the 
creation of a new entry 

o BLEU_4 = 75.77; BLEU_4 smooth = 75.77 

public void setUrlCreation( String strUrlCreation ) 

    { 

        _strUrlCreation = strUrlCreation; 

    } 
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Figure 10: Attention heatmaps heads for PortletType_setUrlCreation_String.java 

An example of model capability of elaboration can be found in this example. In fact, the model 

prediction is just a simplified version of the original description without any actual difference in 

the sentence meaning. 

The augmented model provides a description that resembles more the original phrasing, hence 

the increase in score. However, it does not guess correctly that the method created a portlet 

as the non-augmented model does. 

5.3.2 C/C++ Models 

 OpenCV – 483.cpp 

 ORIGINAL summary: function to set uniform sampling radius value 

 DECODER predicted summary: function to set radius value 
o BLEU_4 = 0; BLEU_4 smooth = 30.15 

 AUGMENTED predicted summary: : function to set uniform sampling radius value 
o BLEU_4 = 100; BLEU_4 smooth = 100 

 

    void setUniformSamplingRadius (double uniform_sampling_radius) { 

        uniform_sampling_radius_=uniform_sampling_radius; 

    } 
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Figure 11: Attention heatmaps heads for 483.cpp 

 

Here the DECODER model predicted output misses relevant information. However, the main 

concept is conceived by the model prediction. Being the sentence relatively short, the BLEU_4 

alone drops to 0 since it did not find a matching sequence of 4 n-grams, but the smoothed 

version can reflect the partially good translation, reaching at least a score of 30. 

On the contrary the augmented model produces as output a well summarized sentence, 

obtaining maximum score. 

 

 Drivers – e1000e_cleanup_led_generic.c   

 ORIGINAL summary: remove the current led configuration and set the led configuration 
to the default value 

 DECODER predicted summary: return the led back to the default configuration  
o BLEU_4 = 0; BLEU_4 smooth = 14.91 

 AUGMENTED predicted summary: generic function to turn led 
o BLEU_4 = 0; BLEU_4 smooth = 0.03908 

s32 e1000e_cleanup_led_generic(struct e1000_hw *hw) 

{ 

ew32(LEDCTL, hw->mac.ledctl_default); 

return 0; 

} 
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Figure 12: Attention heatmaps heads for e1000e_cleanup_led_generic.c 

Once again, this example shows the capability of the model trained with DECODER data to 

output a meaningful sentence from the input. However, since there is not an exact word 

matching, the BLEU scores cannot reflect the correctness of the prediction. 

On the other hand, the augmented model prediction is capturing somewhat correct information 

from the input sequence, but is not able to convey the actual meaning of the ground truth 

description. 

 OpenCV – 531.cpp 

 ORIGINAL summary: destructor of slidding window filter dynamic class 

 DECODER predicted summary: destructor of slidding window filter static class 
o BLEU_4 = 64.35; BLEU_4 smooth = 64.35 

 AUGMENTED predicted summary: destructor of slidding window class  
o BLEU_4 = 47.40; BLEU_4 smooth = 47.40 

 

SliddingWindowFilterDynamic::~SliddingWindowFilterDynamic () {} 

} 
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Figure 13: Attention heatmaps heads for 531.cpp 

This last example shows how higher BLEU scores do not necessarily mean better generated 

documentation. For the DECODER model, the matching sequences of n-grams are found, and 

the relative BLEU score is quite high since the method is correctly identified as destructor. 

However, the class is misunderstood as ‘static’ instead of ‘dynamic’. Indeed, almost no 

attention is paid to the ‘dynamic’ token in source code. 

By switching to the augmented model it can be observed that in spite of having a lower BLEU 

score, the summarization is more generic but also free of errors and misinterpretation.  
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6 Transfer Learning 

The concept of Transfer Learning consists in exploiting knowledge acquired on a specified 

problem by applying it to a similar problem. From a practical point of view, transferring 

information gained on previously learned tasks to a new (but related) problem can potentially 

improve the metric performances over training in comparison to starting from scratch. 

In the context of deep learning, transfer learning usually means that the network optimal 

configuration (in terms of learned weight matrices) is saved at the end of the training process 

so that it can be restored and used in a similar task. While this approach can be useful to 

improve performances between related applications, it is worth noting that the process of 

transfer learning is subject to the pre-processing techniques that were once used to feed the 

original model with. 

6.1 Java transfer learning  

The model used to experiment with transfer learning techniques corresponds to a Python 

library called NeuralCodeSum.  

The model is a Pytorch implementation of (Wasi Uddin Ahmad, 2020) and it is particularly 

useful at this stage of T2.4 since it consists of a transformer model that is fed with token-level 

information. Since the models presented in Chapter 5 work with a word tokenized version of 

the input and output sequences, the pre-processing step is maintained as it was. On the other 

hand, the vocabularies used to apply features extraction are those used in the original 

implementation. Such vocabularies were obtained during training with a maximum of 50,000 

words for the source code input sequences and 30,000 for the natural language descriptions. 

6.1.1 Model features 

When applying transfer learning, most of the hyper-parameters used for training must be kept 

the same to be able to restore the original network configuration. In particular, by using the 

script provided by NeuralCodeSum library, it is possible to manipulate parameters that are 

more related to the training schedule itself: 

 max source code length 

 max target length 

 training batch size 

 test batch size 

 warmup epochs 

 number of epochs 

 early stopping 

There are a lot of fixed parameters of the transformer that need to be maintained. Among the 

most relevant ones: 

 d_ff = 2048 

 d_k = 64 

 d_v = 64 

 dropout 0.2 
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 dropout embeddings = 0.2 

 dropout rnn = 0.2 

 embedding size = 512 

 number of layers = 6 

 number of heads = 8 

From this list it can be observed that the model proposed in (Wasi Uddin Ahmad, 2020) is quite 

complex, having six stacked layers in the encoder and decoder. In the context of our 

experiments with use cases datasets, increasing the number of layers brought overfitting due 

to the scarcity in DECODER training data.  

6.1.2 Results 

Although not many parameters can be changed, several trials have been conducted to find the 

optimal configuration of batch size and callbacks to stop training at the optimal step.  

The best performances were obtained with the following set of parameters: 

 max source code length = 150 

 max target length = 50 

 training batch size = 32 

 test batch size = 64 

 warmup epochs = 130 (from 126 to 130) 

 number of epochs = 400 

 early stopping = 20 epochs 

6.1.3 Evaluation 

Table 15: Transfer learning evaluation 

Metric Greedy 
Evaluation 

Beam Search 
Evaluation 

BLEU 43.63 43,85 

ROUGE_L 51.99 52,24 

METEOR 23.89 24,04 

PRECISION 56.38 57,74 

RECALL 53.46 53,06 

F1-SCORE 53,01 53,34 

The obtained results (Table 15) are close to the scoring obtained by (Wasi Uddin Ahmad, 

2020) and reported in Table 1 in chapter 2.  

With the aim of further investigating the results, our set of metrics have been applied to the 

greedy and beam search predictions obtained by transfer learning approach. Curiously, the 

metrics reported in Table 16 obtained with our implemented metrics are dramatically lower 

compared to the ones computed with the library script and reported in (Wasi Uddin Ahmad, 

2020). 
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Table 16: Evaluation of transfer learning prediction with our metrics 

Metric Greedy 
Evaluation 

Beam Search 
Evaluation 

Sentence BLEU_1 46.77 46.65 

Sentence BLEU_2 39.34 39.20 

Sentence BLEU_3 31.55 31.22 

Sentence BLEU_4 25.54 25.46 

Sentence BLEU_4 
smooth 

35.78 35.60 

Corpus BLEU_4 33.69 33.35 

sacreBLEU 29.35 28.90 

Rouge l f1 score 54.14 54.69 

Rouge l precision 59.14 61.01 

Rouge l recall 53.00 52.82 

 

Accordingly, by running the same evaluation process provided by NeuralCodeSum library on 

our best model greedy predictions, higher scores are found (Table 17). This generates 

ambiguity in terms of the actual BLEU score metric, which is used to assess the quality of the 

generated descriptions. 

Table 17: NeuralCodeSum metrics used on decoder predictions 

Metric Training Set Validation 
Set 

Test Set 

Bleu 89.01 47.17 49.96 

Rouge 84.06 51.45 53.48 

Meteor 62.14 30.40 32.60 

Precision 91.97 59.14 60.84 

Recall 91.90 58.74 60.33 

F1-score 91.58 57.39 59.05 

From Table 17 it can be appreciated that the ROUGE metric is lower than those observed for 

the best Java model, while the BLEU is significantly greater for both the validation and test set. 

One may conclude that the reported BLEU version in (Wasi Uddin Ahmad, 2020), which is 

actually unspecified in terms of n-grams or smoothing function used, may not be based on 4 

n-grams as the standard in Neural Machine Translation applications. As already pointed out in 

Chapter 2 this is a recurrent problem in Source Code Summarization, which prevents 
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comparison across implementation and makes it difficult to establish a universal SOTA for 

programming languages. 
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7 Summary and conclusion 

Being task T2.4 concluded in M30, the model versions proposed in this deliverable represent 

the final version of the code summarization models that are going to be deployed for the final 

demonstrator. These versions of the models trained on DECODER use cases datasets show 

better performances than the ones presented in D2.4, which have already been demonstrated 

on the Second Review Session.  

The model predictions can sometimes reflect the functionality of the input methods, especially 

in those cases where source code and their NL descriptions are concise enough. However, 

positive model behaviors are generally observed. In most cases, the structure of the generated 

sentence is well organized and semantically correct. In addition, predicted summaries often 

start with verbs/nouns according to their original summaries and sometimes show the 

synonyms are interchanged correctly. Moreover, the models are often able to correct 

grammatical mistakes in the original descriptions, such as missing ‘s’ in third person verbs or 

misspelling of words. Other good model behaviors that have been learnt are, for instance, the 

ability of paraphrasing the original descriptions, or even cut or expand summaries with 

meaning and grammatical correctness.  

In the context of the models trained with DECODER data, even though the Java summarization 

model still outperforms the C/C++ model, there is evidence supporting the fact that Java is 

more suitable for this kind of applications due to the structural property of the programming 

language itself, which is not as flexible as C, C++ or Python languages. This fact can be 

observed throughout the SOTA papers as well. 

By switching to the augmented models’ versions, although the number of trials conducted is 

reduced, due to increasing complexity, training size and computational efforts, the result 

obtained for such models are acceptable, especially for the C/C++ model, for which the search 

space was better investigated. On the contrary, for the Java augmented model, the randomly 

selected parameters were not explored in an exhaustive way, since many times the same 

parameters values were selected across many trials.  

More precisely, the performances drop in terms of metrics, although the models can show 

positive behavior and a good capability of elaboration, suggesting that the augmented models 

may be more robust with unknown data, when compared to the models developed with 

DECODER datasets.  

Although this document consists in the last deliverable associated to task T2.4, the integration 

of these models continues. Therefore, more optimization steps can be launched for the 

augmented models in order to see if metrics can further improve by adjusting the search space 

better.  
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