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Executive Summary 

Detailing the work carried out in task T2.4 “Code Summarization”, this document reports the 

first steps and results associated with the problem of automatically summarize pieces of source 

code by means of sequence-to-sequence deep learning models. The final application for this 

task is conceived as a tool behaving in synergy with the developer suggesting descriptions for 

snippets of code, namely program methods/functions, which are automatically generated by 

the pre-trained models developed for Java, C and C++ programming languages. 

The training data was gathered by asking each partner leading one of DECODER use cases 

to provide a collection of source code methods associated with the natural language 

descriptions of their functionalities.  

Different deep learning architectures used in Natural Language Processing (NLP) have been 

tested, including Long Short-Term Memory (LSTM) and bidirectional LSTM layers, as well as 

the combination of such layers into the Encoder Decoder (plus Attention) architecture, widely 

used in training sequence-to-sequence models, especially in Neural Machine Translation 

(NMT) and Text Summarization. These tasks are both similar to source code summarization 

in the sense that the models not only summarize the functionality of different methods/functions 

but also translate from a programming language to natural language. 

Moreover, several kinds of representations of inputs have been tested, including paths in the 

source code Abstract Syntax Trees (ASTs), tokens or a combination of both. However, the 

best resulting model in terms of both BiLingual Evaluation Understudy (BLEU) score and 

computational cost still remains the token-based model for both the C/C++ and Java 

programming languages within the DECODER use cases. 

Currently, the Java model outperforms the C/C++ models by approximately 10%. 

Nevertheless, this may happen due to the very reduced dataset size for the latter use case 

scenario which only considers 910 labelled snippets of code. In the future version of this 

deliverable, due in June 2021, the exploration of more complex and costly architectures, 

together with data augmentation, will be covered as future steps for this task. 

 

Contributing tasks of this WP T2.4 

Related deliverables of this WP D2.5 (due in M30) 

Input from other WP(s) WP6 

Output to other WP(s) WP6 
 
  



   

 D2.4 Report on first version of techniques for code summarization 

 

DECODER Grant agreement No 824231  VI 

Keywords 

Use Case, DECODER, NLP, embeddings, deep learning, software engineering, source code 

Acronyms and Abbreviations  

AI Artificial Intelligence 

API Application Programming Interface 

AST Abstract Syntax Tree 

BLEU BiLingual Evaluation Understudy 

CCT Code Comment Translation 

CNN Convolutional Neural Network 

CRF Conditional Random Fields 

DL Deep Learning 

DoA  Description of Action 

LSTM Long Short-Term Memory 

ML Machine Learning 

NER Named Entity Recognition 

NL Natural Language 

NLP Natural Language Processing 

NMT Neural Machine Translation 

PKM Persistent Knowledge Monitor 

RNN Recurrent Neural Network 

SOTA State Of The Art 



   

 D2.4 Report on first version of techniques for code summarization 

 

DECODER Grant agreement No 824231  1 

1 Introduction 

This document presents the first version of deliverable D2.4 'Report on first version of 

techniques for code summarization', introducing the initial techniques and results obtained 

using NLP deep learning techniques on datasets provided in WP6 (coming from Drivers, 

OpenCV, My-Thai-Star and Java use cases), sharing the source code itself with task T2.3 

'Information Extraction from Source Code'. 

The goal of task T2.4 is to provide a tool that can automatically generate understandable 

summaries in English for source code methods written in Java, C and C++, which are the 

programming languages covered by DECODER use cases.  

To achieve this, an Application Programming Interface (API) is going to be integrated with the 

Persistent Knowledge Monitor (PKM) and used to retrieve methods from the PKM and 

generate new annotated files, containing the machine-generated description at the beginning 

of each method/function. This API will serve as a deployment of the models trained in this task. 

1.1 Document organization 

The reporting for this task is structured across four main sections: 

 First section (chapter 2) covers possible approaches and existing State Of The Art 

(SOTA) techniques for the source code summarization task, focusing on techniques for 

source code representation as an important step within the process. 

 The second section (chapter 3) introduces the new version of the datasets, drawn from 

the same source code files used under T2.3, which are now cut into methods/functions 

and annotated with a Natural Language (NL) description of their functionalities. 

Information regarding vocabularies sizes and visualizations of tokens distributions for 

both source code and descriptions are also provided in this section. 

 The third and fourth sections (chapters 4 and 5 respectively) are dedicated to illustrating 

the current selected architecture and present the evaluation results for such versions 

of both Java and C/C++ models. The performances are evaluated with a greedy and 

beam search decoding algorithm. Moreover, attention heatmaps for each prediction 

have been obtained. Therefore, some of the most illustrative figures are also reported, 

showing on which tokens the attention layer is focusing when making the prediction.  
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2 State of the art of NLP techniques for source code summarization 

During the last decade Artificial Intelligence (AI) and Deep Learning (DL) techniques have 

changed the landscape of modern software and the way we perform many of our daily tasks. 

DL architectures can be trained to learn many different tasks, under the condition of having 

enough training data to infer relationships from them. This way many aspects of daily life now 

rely on automatized software applications.   

In this new scenario, a machine can be trained to learn to perform tasks based on labelled 

data, no longer relying on human intuition to extract useful features and rules to accomplish a 

given task. This evidence brought up advancements in many complex tasks, such as image 

recognition, machine translation, language modeling, and recently, even in software 

engineering tasks. 

In the field of Natural Language Processing, the use of complex models (e.g., transformers 

architectures) increased performance on many common NLP tasks, such as named entity 

recognition, text classification, summarization and translation among others. Moreover, the 

option of transfer learning became feasible for NLP tasks too, i.e. depending on the similarity 

between tasks, when there is no labeled data at disposal, it is sometimes possible and effective 

to extract knowledge learnt from one problem and apply it to a new but related task.  

Relying on the so-called “naturalness hypothesis” (Abram Hindle E. T., 2016), (Abram Hindle 

E. T., 2012) 

“Software is a form of human communication; software corpora have similar statistical 

properties to natural language corpora; and these properties can be exploited to build better 

software engineering tools.” 

Researchers started to adapt NLP deep learning architectures to suit the needs of software 

engineering tasks. As a matter of fact, many software engineering tasks – like automatic repair, 

code completion, code search and code summarization among others – have already been 

the object of study of many Big Code applications. Theoretically, given the immense amount 

of software projects available in public repositories, it should be easy to collect source code 

and other artifacts to train models on specific tasks. However, many supervised models, such 

as neural networks, need a huge amount of labelled data to figure out good predictions. For 

this reason, datasets are widely reused across many studies in the field of Machine Learning 

for Source Code analysis. 

Research in the precise task of ‘code descriptions generations’ dates back to (Weimer, 2008), 

(Giriprasad Sridhara, 2010), but the line of work was essentially hand-engineered and rule-

based, relying on formalised lexicons and grammatical rules crafted by experts, while in recent 

years researchers shifted the paradigm and started to use deep learning models to implement 

source code summarization tasks. The usage of these techniques not only benefits from the 

improvements in performances that are obtained but also needs far less engineering in the 

first place, allowing the neural network itself to deduce and model the input-output dependence 

between code and its descriptions.  
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2.1 Representational methods for source code 

As discussed in deliverables D2.1 and D2.2, there are many possible options to represent 

source code in a suitable and efficient form which can be grouped into three main categories: 

 Token/Character level 

 Syntactic level (AST) 

 Semantic level (graphs) 

While token-based and character-based representations of inputs and outputs represent a 

traditional approach in NLP summarization models, the inner structural property of source code 

and its descriptions suggest that maybe more complex representations such as Abstract 

Syntax Trees (or its extracted paths) could be exploited in order to adapt architectures that 

were created to work with far less structured data. 

Although Code Summarization is a quite relatively new research area, there are already many 

studies focusing on different representational methods and modelling techniques. In (Hlib 

Babii, 2019), the authors gather information, techniques and studies related to the modelling 

of vocabulary for Big Code applications. They widely present possible solutions for the pre-

processing of both source code and the natural language artifacts, such as comments and 

literals contained within.  

When applying NL tools in the area of software engineering it is important to properly consider 

which source code elements to include or exclude, whether to filter low appearing tokens 

according to an optimal threshold, how to handle natural language within code, i.e., comment, 

literals, etc. All these options could highly affect not only the final performances of the 

developed models but could also impact the training time itself, since Recurrent Neural 

Networks (RNNs) are costly models in terms of computational efforts. 

2.2 NLP applications for Source Code Summarization 

When it comes to develop a neural architecture for Code Comment Translation (CCT) the 

focus needs to be both on pre-processing techniques applied to represent the snippets in a 

useful way and in the optimal choice of the model and parameters.  

Even though source code summarization could be approximated as both translation and 

summarization, it is worth remembering that there still exist many conceptual differences 

compared to traditional approaches. Software artifacts – and code in particular – carry an 

inherent structure which is unique when compared to many other types of unstructured data 

used in Machine Learning.  

Another important aspect is that comments in source code are usually highly structured and 

contain a lot of repetitive templates, like for instance starting with verbs such as ‘gets’, ‘sets’, 

‘returns’, ‘computes’, etc., or nouns such as ‘constructor’, ‘definition’, etc. This lower variety 

and frequent repetitiveness could result in distributional difference when compared to 

traditional NMT data, thus affecting the robustness of the input-output relationship such models 

are relying upon. This perspective is presented  in (David Gros, 2020) , whose authors question 

whether the usage of sophisticated DL techniques is appropriate for CCT, considering the 

peculiarity of the relationship between source code and its natural language descriptions. 
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2.2.1 SOTA architectures 

One of the most recent papers ‘A Transformer-based Approach for Source Code 

Summarization’ (Wasi Uddin Ahmad, 2020) proposes a transformer language model for Code 

to Comment Translation, which is fed by token-level information and was tested with two well-

known datasets in Java and Python programming languages. Although many studies 

supported the usage of ASTs extracted paths for source code summarization task, during an 

ablation study, the authors proved it to be unnecessary to their application.  

The same two datasets were employed by (B. Wei, 2019) ‘Code Generation as a Dual Task of 

Code Summarization’, where a dual learning framework to train the two tasks simultaneously 

is proposed for Java and Python programming languages. They created a joint model for 

automated Code Summarization and Code Generation, by exploiting probabilistic correlation 

between them as a regularization term in loss function and imposing a novel constraint to 

guarantee the similarity of attention weights of the two models.  

Other experiments in Java come from (Xing Hu G. L., 2018a) and (Xing Hu G. L., 2018b). Both 

studies are focused on Code Summarization tasks but propose a different approach. In the 

first paper, they propose DeepCom, a sequence language model, which is information fed from 

ASTs. Since there is no one-to-one correspondence between ASTs generated path sequences 

and the ASTs themselves, a new structured-based traversal method is introduced, which helps 

keeping sequences unambiguous and reversible to their original AST form. 

In the second study, TLCodeSum is presented. Relying on the intuition that the functionality of 

a code snippet is related to its API sequence, their models deal both with API summarization 

and Code Summarization tasks, exploiting information from API extracted sequences to 

generate natural language descriptions for snippets of code. Therefore, code summarization 

is achieved thanks to the introduction of an additional encoder for API states learnt from 

previous task, into the attention sequence-to-sequence model. Once again, the dataset used 

is still the same, since it was originally created in (Hu et al, 2018a) and reused multiple times 

across many studies. 

Another approach proposed by (Y. Wan, 2018) uses both AST extracted sequences and token-

level information to feed a deep reinforcement learning model, trained, this time, on a different 

Python dataset extracted from GitHub. Instead of using a simple decoder to greedily look for 

the next most probable correct word to predict, at each timestep an actor and a critic network 

jointly select the best candidate word. The actor network computes the confidence of predicting 

the next word in the sequence, while the critic network evaluates the reward value based on 

possible options, thus acting as a global guidance. 

In (Yusuke Shido, 2019), ASTs are also employed as the input layer for a new proposed type 

of Tree-LSTM attention model. Since standard Tree-LSTMs cannot handle a node that has an 

arbitrary number of children and their order in ASTs simultaneously, the authors developed an 

extension of Tree-LSTM that can handle such representations (called Multi-way Tree-LSTM) 

to be set as the encoding layer for their network.  

2.2.2 Evaluation metrics 

Even though there are already many works involving source code summarization and research 

in this area goes on quite rapidly, it is still difficult to properly compare models and results. 
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Many times, programming languages (and their intrinsic characteristics) change from study to 

study or datasets are reused within different studies, meaning that there is no variability in the 

inputs. 

From a closer look into SOTA papers, it can be observed that Java has often been the 

programming language of interest across many studies, even though other languages such as 

Python, SQL, C# are sometimes considered. 

Another aspect is evaluation metrics. It is difficult to precisely assess the goodness of a 

summarized or translated sentence, due to the high variability of languages themselves. One 

of the most used metrics in CCT is the BLEU score (Kishore Papineni, 2002). The sentence 

comparison is made regardless of its word ordering and it works by counting matching n-grams 

in the candidate translation to n-grams in the reference text. Generally, BLEU_4 score, relying 

on 4-grams units, is used to evaluate results. However, in many studies it is not clear which 

version of BLEU is used, including its many existing variants apart from n-grams variation. In 

(David Gros, 2020), the authors also provide a customized list of versions of BLEU scores 

metrics they themselves named, after an extensive study of current code summarization 

techniques. Many times, a smoothing function is introduced, being it exponential, Laplace-like, 

etc, to the standard BLEU score computation; among the most used metrics can be found the 

‘BLEU-DC’ smoothed version used to evaluate the models in this implementation (NLTK 

smoothing ‘method4’ implementation). 

However, many other metrics are often used in different studies, making it difficult to compare 

results, in the few cases where programming languages coincide. 
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3   Datasets, vocabularies and visualizations 

In task T2.4 data belongs to the four Use Cases under DECODER WP6. The datasets consist 

of pairs of source code methods associated with the correspondent Natural Language 

descriptions of their functionalities. 

3.1 Dataset creation 

The number of available observations or number of methods/functions provided for each use 

case is reported in Table 1, where some use case basic information is also displayed.  

Table 1: Use Cases datasets 

Use Case Leader Programming 
Language 

# Observations 

Drivers SYSGO C 317 

OpenCV TREE C++ 593 

My Thai Star CAP Java 477 

Java OW2 Java 7553 

 

Use cases ‘MyThaiStar’ and ‘Java’ are written in Java. The first one, led by Capgemini, consists 

in a managing application for an Asian restaurant, while ‘Java’ collects a set of four projects 

from OW2 (namely Joram, Lutece, Sat4J and Authzforce projects). On the other side, the 

‘Drivers’ use case from SYSGO is written in C and is composed of source code for Linux drivers 

and, finally, Tree Technology use case on ‘OpenCV’ addresses a human-robot interaction 

application written in C++. 

However, due to scarcity in the training dataset, it has been decided to implement just two 

models out the three different programming languages covered in DECODER use cases. The 

first model gathers data from ‘MyThaiStar’ and ‘Java’ and is going to be considered the Java 

Model. Similarly, the remaining data from Drivers (C language) and OpenCV (C++ language) 

are merged into the so called ‘C Model’ relying on the similarities between C and C++ 

Moreover, some source code files – and corresponding NL descriptions – from OW2 Java use 

case were further discarded from the training data, since the descriptions were provided in 

French. 

Therefore, the final datasets contain: 

 910 pairs of (functions, descriptions) for C/C++ language. 

 8024 pairs of (methods, descriptions) for Java language. 

These pairs will be further split into training, validation and test set, with the following 

percentages: 

 Training: 80 %  

 Validation: 10% 



   

 D2.4 Report on first version of techniques for code summarization 

 

DECODER Grant agreement No 824231  7 

 Test: 10% 

3.2 Vocabularies 

First of all, the source code snippets are tokenized using Pygments (https://pygments.org/, 

s.d.), a tool which offers a variety of lexers for most of the existing programming languages to 

slice source code into tokens. Since C and C++ code from the use cases was merged in order 

to obtain more training data, a single tokenizer is also applied. Therefore, the JavaLexer() and 

the CppLexer() are selected as lexers for the Java model and C/C++ model respectively.  

Pygments tokenization consists in a list of tuples of the obtained code units (tokens) associated 

with a tag for their functionality (whether they are keywords, identifiers, punctuation, etc..). 

These initial tokens need to be further processed before feeding them to the deep learning 

models. 

One of the key aspects of the implementation consists in selecting a vocabulary which is 

representative and meaningful enough for the task. To achieve so, traditional word-level 

tokenization is not enough; identifiers in source code should be split according to developers’ 

naming conventions such as camelCase and snake_case. 

In addition to identifier splitting, many other aspects need to be considered while processing 

and building a vocabulary to represent source code. One of the most common solutions is to 

introduce placeholders to assign the same representation to some types of tokens like, for 

instance, grouping all integer numbers under label ‘INT’. Depending on the task, it may be 

more or less convenient to adopt such kind of representation for different kind of artifacts. 

However, it is usual to substitute low frequency words with an ‘UNK’ token, which stands for 

unknown, for all the words that do not reach a minimum number of appearances across the 

whole corpus. 

The following options were tested incrementally, as they are reported in the Table 2 with the 

resulting vocabulary sizes for both source code and natural language descriptions. These 

steps are detailed in the following list: 

(0) Baseline processing: Word tokenization and lowercasing for both source code and 

annotations. 

(1) Discard punctuation: Remove Pygments tokens with ‘Punctuation’ label. 

(2) Unify numbers: Introducing a placeholder for numbers: 

Literal.String.Integer as INT 

Literal.String.Float as FLOAT 

(3) Comments and literals word tokenization: Split comments into their corresponding 

words so that each word is considered as a token. 

(4) Identifier splitting: Using code_tokenizer developed by (Wasi Uddin Ahmad, 2020) 

for both source code and NL descriptions. 

(5) Remove non-frequent tokens: Consider only tokens that appear in the corpus at 

least:  

 2 times for C/C++ Model 
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 3 times for Java Model 

Table 2: Vocabulary sizes in relation to pre-processing steps 

Pre-processing 

Java Model C/C++ Model 

Input Output Input Output 

(0) Baseline processing 19,159 4,099 10,065 1,436 

(1) Discard punctuation 19,159 4,099 10,061 1,436 

(2) Unify numbers 19,091 4,099 9,711 1,436 

(3) Comments, literals word 
tokenization 

15,286 4,099 7,305 1,436 

(4) Identifier splitting (input & output) 4,663 3,294 3,912 1,421 

(5) Remove non-frequent tokens 2,881 3,294 2,865 1,421 

From the information reported in Table 2, it can be noted that the resulting vocabularies have 

similar sizes, except from Java output vocabulary for the descriptions which more than doubles 

the C/C++ one.  

Moreover, identifier splitting together with the tokenization of comment and literals helps a lot 

when it comes to reduce vocabulary size for source code. The variable names splitting 

algorithm helps in reducing the output vocabulary too, which for the Java model decreases by 

about 20% due to the availability of far more examples and variety in descriptions. 

Removing non-frequent words proved to be important too, since the resulting vocabulary is 

reduced for both Java and C/C++ languages, without any loss in model performances. 

3.2 Tokens distributions 

In this section, the histograms of token distributions for source code and natural language 

descriptions are displayed. These figures represent the distributions of tokens for the already 

processed snippets and descriptions and help in selecting the optimal maximum sequence 

length parameter for the padded sequences to feed the models with. 

The values in our implementation are set, for both Java and C/C++ model, to: 

 200 for source code 

 15 for NL descriptions 
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3.2.1 Java  

 

Figure 1: Java tokens distributions in source files and NL descriptions 

3.2.2 C/C++ 

 
 

Figure 2: C/C++ tokens distributions in source code files and NL descriptions 
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4 Model implementation 

In order to implement source code summarization, different kinds of techniques for the steps 

of pre-processing and model building have already been considered until this first reporting. 

The pre-processing steps were carefully assessed at each timestep new features were 

incrementally introduced. This pre-processing applied to both source code and natural 

languages descriptions. 

On the other side, the choice of the architecture was more clear right from the starting of the 

implementation since sequence-to-sequence NLP models involving encoder and decoder 

elements were to be developed in T2.4 as pointed out in the Description of Action (DoA). 

Given this, different configurations of the encoder-decoder architecture have been explored, 

using recurrent layers, which are the ones suitable to deal with textual data. The introduction 

of a global Attention mechanism (Ashish Vaswani, 2017) is also leveraged to provide the model 

with more context in the process of decoding sequences. 

4.1 Pre-processing and feature extraction 

In order to be able to feed methods and descriptions to the encoder-decoder network, several 

pre-processing and features extraction techniques have been explored. Nonetheless, the 

essential steps to follow must be reconducted to these four basic steps: 

 Firstly, both source code methods and Natural Language descriptions must be 

tokenized into the units (tokens, characters, AST sequences, etc) of interest, thus 

creating the input and output vocabulary. 

 These sequences of words are then converted into corresponding numerical labels, 

thanks to the dictionaries built on vocabularies. While building the vocabulary, a <UNK> 

token must be added for those words which are not present in the training set, that 

otherwise would not have a representation in the validation/test sets or in a new 

predicting setting. 

 Additionally, <start> and <end> tokens are added to the starting and ending of each 

target descriptions, so that the encoder can recognize the beginning and end of the 

processed sequences. 

 Finally, sequences are padded with 0s or truncated, meaning that both source code 

and NL descriptions are padded with 0 whether they are shorter than the maximum 

value of sequence length or truncated at the end if they exceed such values. 

4.1.1 Source code 

In these months of study several versions of the encoder-decoder architecture have been 

developed, including an implementation of an encoder-decoder neural network with double 

inputs (tokens, ASTs paths). The ASTs path sequences were extracted with AST Miner library 

from (Kovalenko, 2019), a tool that generates triples of [initial token, sequence, final token] 

where the internal sequence collects information of the path nodes type together with their 

direction.  
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Results showed that the token-level model itself worked quite good without the need of the 

additional AST-based extracted paths, at least in DECODER use cases scenario. Apart from 

adding much computational cost to a model (the LSTM network), which is quite slow itself, the 

performances were close to the ones obtained with only the token-level information flowing 

into the network. 

Given this, the focus has been established on finding the optimal pre-processing techniques 

for the token-level model to obtain the tokens to build the input vocabulary with.   

 

In T2.4 scenario, the configuration providing best learning is: 

 Word tokenization + identifier splitting function  

 Discard tabs, new lines and punctuation 

 Assign labels to numbers:  

o ‘INT’ for Pygments ‘Token.Literal.Number.Integers’ labels 

o ‘FLOAT’ for Pygments ‘Literal.Number.Float’ labels 

 Discard low frequency tokens  

o 3 times at least for Java model 

o 2 times at least for C model 

 Lowercasing final tokens 

4.1.2 Annotations 

While the initial planning to process descriptions was to simply apply a word tokenizer, after 

typos correction, this solution did not appear to work properly due to the peculiarity of words 

used in descriptions of methods, which many times contains identifier referencing. 

That is the reason why the choice of applying the identifier splitting function to NL descriptions 

was also taken. As showed in section 3.2, this option considerably helped in reducing 

vocabulary size for the Java Model by almost 20%, whereas for the C/C++ model size the 

vocabulary is reduced by only 15 entries. This probably happens since many more training 

data exist for the Java model, suggesting that more variables with naming conventions are 

referenced in NL descriptions and used in code across the dataset. 

Apart from the identifier splitting, no further cleaning or pre-processing was applied to the 

methods’ descriptions, since many of the undesired symbols (such as tabs, newlines, etc.) are 

well managed by the filters in the Keras Tokenizer used to extract tokens. Other classical NLP 

choices, such as stemming or lemmatizing, are not considered within this work, since they rely 

on the roots of the words to unify declinations of nouns and verbs under the very same label. 

For instance, when stemming is applied, word like ‘reading’ and ‘reads’ would be unified under 

the ‘read’ label. However, when applied to source code this mechanism could cause conflicts 

due to the high variability in developers’ variable naming or because it could make sense to 

differentiate between words having the same root but representing conceptually different 

variables. 
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4.2 Encoder-decoder architecture  

The current architecture employed for the code summarization task is the encoder-decoder 

neural network, with an additional attention layer, which is widely used in developing deep 

learning language models used in machine translation, text summarization, image captioning, 

etc. In the context of language models, the internal layers are often set to (bidirectional) RNN 

layers. In this scenario unidirectional LSTMs (Hochreiter S, 1997) have proved to be better 

performing than other recurrent or bidirectional recurrent representations in terms of evaluation 

metrics and computational cost of training. 

On the one hand, this kind of network is composed of an encoder, which processes the input 

sequence and returns its own internal state, that will serve as the "context" of the decoder. On 

the other hand, by disposing of such information, the decoder learns to use the ground truth 

from a prior time step as input in order to generate targets [t+1...] given targets[...t], conditioned 

on the input sequence, being the sequences tokens, in a process called "teacher forcing".  

Figure 3 shows this encoder-decoder neural architecture, where a global attention layer 

mechanism is also added. This layer works by plugging a context vector into the gap between 

encoder and decoder, which helps the decoder to capture somewhat global information rather 

than solely infer based on the previous hidden state. The context vector is built by comparing 

states in source and target to generate scores for each state of the encoder. Then a softmax 

normalization is applied, generating the probability distribution conditioned on target states. 

Finally, weights are introduced to make context vector easy to train. 

 

Figure 3: Encoder-decoder neural architecture from 'Massive Exploration of Neural Machine 
Translation Architectures' in (Denny Britz, 2007) 

Results show that the attention layer is crucial to obtain acceptable results for code 

summarization tasks. The sole usage of LSTM (Hochreiter S, 1997) or biLSTM layer combined 

in the encoder-decoder network dramatically affected performances to the point that most 

predictions were the same for different snippets, meaning that the model was not able to 

differentiate between the inputs at all. 
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Code summarization task is thus achieved through the combination of an encoder-decoder 

network used to train the models with an inference model. The inference model is declared 

separately and is used when it comes to predict the output based on the internal state 

configuration learnt while training.  

This current architecture was also adapted to train the dual input model (tokens + AST 

extracted paths), where an additional input layer in the encoder was introduced to learn 

sequence representations before the concatenation of both sources of information is done 

while decoding. Results suggested to discard such models due to the high computational cost 

of training and given that no improvements where observed during testing over the token-base 

model, for both C/C++ and Java models. 

4.3 Beam Search algorithm 

Beam search is one of the most popular algorithms to search for optimal solutions, mostly used 

in sequence-to-sequence Deep NLP models like Neural Machine Translation, Image 

captioning, Chatbots, etc. 

The beam search algorithm selects multiple alternatives for an input sequence at each 

timestep based on conditional probability, rather than just considering one single most likely 

option, like it happens in greedy prediction. The number of possible candidates is selected by 

a parameter called beam width (B), meaning that at each timestep the algorithm would 

evaluate highest probable alternatives in terms of B. 

It is important to properly tune this parameter since the beam width not only could affect 

performances but also uses a lot of memory and computational power when increased. For 

instance, if a beam width of 3 is selected, 3 copies of the networks need to be instantiated, to 

evaluate 3*vocabulary size possibilities each. Higher beam size usually yields better 

translations. However, there is a trade-off between quality and computational efforts when it 

comes to select this parameter. 

Essentially, Beam Search algorithm steps can be summarized as: 

 At 1st decoding step, considers top B candidates. 

 At 2nd step, generates B second candidates for each of these B first candidates. 

 Choose the top B (first candidate, second candidate) combinations considering additive 

scores. 

 At 3rd step, for each of these B second candidates, choose B third candidates. Next, 

choose top B (first candidate, second candidate, third candidate) combinations. 

 Repeat until finishing conditions are met (max length of sentences, ‘<end>’ token) 

After the decoding process terminates for all B candidates, the sequence with the best overall 

score is selected, according to an evaluation metric of interest. 



   

 D2.4 Report on first version of techniques for code summarization 

 

DECODER Grant agreement No 824231  14 

5 Evaluation 

This last section is dedicated to report the best results obtained using the greedy and beam 

search algorithms to generate predictions for the current version of Java and C/C++ models. 

A couple of examples for each use case are then selected to show some of the predicted 

results in detail, including attention heatmaps, in order to display which tokens the decoder 

pays most attention to while predicting the output as well as the most probable candidates 

selected by Beam Search.  

The evaluation metric used for this task is the BLEU score (introduced in section 2), paying 

particular attention to the BLEU_4 score, which counts from 1-gram up to 4-grams overlaps 

between the machine translated sentence and the ground truth. Intelligibility or grammatical 

correctness cannot be handled by the metric. Moreover, BLEU score adds a penalty term for 

too short translations. To overcome this problem with very short sentences, which appears 

quite often in DECODER use cases datasets, a smoothing method is introduced, reflected in 

the results as ‘BLEU_4 adj’.  

The implementation is based on NLTK ‘method4’ smoothing function, which was proposed by 

(Boxing Chen, 2014) and only applies when no overlap is found for any order of n-grams 

between sentences. The metric would score the same as the BLEU_4 score itself when at 

least one of each n-gram sequence is found. Otherwise, it would assign larger, smoothed, 

values for those n-grams which are not found, avoiding the BLEU_4 score to drop to zero for 

shorter sentences. 

Although BLEU score is the first metric of reference for this application, the ROUGE-L scores 

are also reported together with the BLEU scores results in section 5.1 and 5.2. 

ROUGE-L belongs to the ROUGE set of metrics, where L stands for ‘Longest Common 

Subsequences’ since the metric computes f1 score, precision and recall based on the identified 

longest co-occuring sequences of n-grams between original and translated sentence. 

5.1 Java 

This section collects results for the Java model, in terms of greedy and beam predictions, as 

well as the analysis of a couple of the decoded sentences belonging to ‘MyThaiStar’ and ‘Java’ 

use cases. 

Encoder-Decoder model features: 

 Max sequences length: 200 (source code); 15 (summaries) 

 Embedding size: 200 

 LSTM units: 200 

 LSTM dropout: 0.4 

 Parameters: 3,277,694 

 Input vocabulary size: 2,881 

 Output vocabulary size: 3,294 
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 Training time: 18,110 s 

Greedy and BeamSearch evaluation 

The greedy prediction algorithm is the simplest, since it takes into consideration only the best 

possible token at each decoding time step, the one that maximizes the conditional probability 

of the output vocabulary. It usually outputs good predictions, even though at each timestep just 

the best option is considered, with the risk of discarding some potential more fitting combination 

of words that have slightly less probability of being selected individually at each time step.  

One way to overcome this problem is to introduce Beam Search algorithm evaluation. By 

selecting a single metric to maximize, which in our setting is the ‘BLEU_4 adj’ score, it is 

possible to assess which candidates score the best and, consequently, evaluate the overall 

quality of the best beam predictions across the sets.  

The results for the Java model are reported in Table 3, Table 4 and Table 5, and are expressed 

in terms of BLEU_n scores up to 4-grams evaluation, together with the ROUGE-L f1-score, 

precision and recall values. The values represent the mean scores across training, validation 

and test sets for the selected best translations using greedy and beam search algorithms, with 

the beam width set to 3, 5 and 10 respectively. 

ROUGE recall reflects the proportion of n-grams in the target reference which are also present 

in the generated sentence, while ROUGE precision reflects the proportion of n-grams in the 

generated sentences which were originally present in the reference sentence. 

Training set 

Table 3: Java evaluation - Training Set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.7175 0.7589 0.7712 0.7793 

BLEU_2 0.6609 0.7015 0.7134 0.721 

BLEU_3 0.5932 0.6339 0.6443 0.6525 

BLEU_4 0.5165 0.5542 0.5647 0.5723 

BLEU_4 adj 0.6032 0.6473 0.6601 0.6698 

Rouge-L f1 score 0.7618 0.7361 0.7418 0.7451 

Rouge-L precision 0.7979 0.7078 0.7112 0.7134 

Rouge-L recall 0.7513 0.7836 0.7908 0.7942 

Decoding time 3,767 s 10,837 s 20,947 s 35,517 s 
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Validation set 

Table 4: Java evaluation - Validation set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.4419 0.4942 0.5155 0.5205 

BLEU_2 0.3509 0.3902 0.4088 0.4085 

BLEU_3 0.2752 0.3113 0.3293 0.327 

BLEU_4 0.2162 0.2457 0.2621 0.264 

BLEU_4 adj 0.3351 0.3873 0.4079 0.4176 

Rouge-L f1 score 0.5045 0.4996 0.5072 0.5072 

Rouge-L precision 0.5425 0.4810 0.4870 0.4822 

Rouge-L recall 0.5043 0.5424 0.5484 0.5525 

Decoding time 477 s 1,353 s 2,344 s 4,382 s 

 

Test set 

Table 5: Java evaluation - Test set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.4742 0.5227 0.5452 0.5567 

BLEU_2 0.3878 0.4274 0.4413 0.4503 

BLEU_3 0.3162 0.3466 0.3592 0.3675 

BLEU_4 0.2613 0.2847 0.2921 0.303 

BLEU_4 adj 0.3708 0.4159 0.4332 0.4489 

Rouge-L f1 score 0.5297 0.5216 0.5316 0.5349 

Rouge-L precision 0.5647 0.5019 0.5085 0.5111 

Rouge-L recall 0.5302 0.5648 0.5760 0.5783 

Decoding time 478 s 1,344 s 2,353 s 4,383 s 

 

The Java model performances with greedy predictions are already quite good for both BLEU 

and ROUGE metrics, especially when compared to the ones obtained with the C/C++ model. 

The model is performing as well on unknown data (test set) as on the validation set. ROUGE-

L is often used across many studies together with the BLEU_4 score. In fact, it seems to be 

more flexible when scoring, since it considers the longest n-grams sequence it finds, not being 

bound to assign weights where no n-gram sequence is encountered. 

By applying beam search techniques an overall improvement for the ROUGE scores is 

observed. However, the values are increasing for the f1-score and recall, while precision 

values are often lowering. This may happen because some of the incorrect behaviors in the 
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greedy decoding process are corrected. For instance, when decoding a sentence, sometimes 

the model starts to repeat words in the original description until the maximum sequence length 

is reached, instead of selecting the <end> token in the first place. Tthis can result in the 

ROUGE-L precision score to increase even when the quality of the summarized sentences is 

actually bad. 

It can be noted that the quality of the translated sentences improved for the whole set of metrics 

across the three sets, especially for the BLEU scores. As expected, the best results are 

obtained with the beam width set to 10, at the cost of higher computational time. The beam 

width equal to 5 seems like a good compromise in terms of both performance and decoding 

time. 

BLEU_4 adjusted distributions 

With the aim of further illustrating the performances of the Java model, some visualizations of 

the BLEU_4 adjusted distributions are displayed in the Figure 4 across the three sets, followed 

by main statistics (Table 6) on the validation set. Two graphs are showed for the training set 

to display both the actual distribution with the amount of well decoded sentences (left-hand 

side) and the distribution of the same scores (right-hand side) obtained by excluding the well 

translated sentences (with BLEU_4 = 1) from the histogram. 

 

 

Figure 4: Distributions of BLEU_4 adjusted scores across sets 
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Table 6: Java BLEU_4 adjusted and ROUGE-L statistics on validation set 

Validation 
BLEU_4 
SMOOTH 

ROUGE-L 

F1 score 

count 802 802 

mean 0.3351 0.5044 

std 0.3005 0.3137 

min 0 0.00 

25% 0.1524 0.2365 

50% 0.2214 0.4615 

75% 0.4889 0.7692 

max 1.00 1.00 

 

Decoded sentences – Validation set 

Some of the most telling decoded sentences for the Java model are reported in this section, 

along with the filename and use case of belonging. Attention heatmaps are also displayed, 

helping to understand which are the most important words that are considered while aligning 

source code with its natural language descriptions. The best candidates for beam width set to 

5 are also included for each prediction.       

  

 MyThaiStar - CategoryEto _4.java 

 Processed Input: @override public void set description string description this 
description = description  

 Processed Output: setter for the property description  

 Predicted Summary:   setter for the property description 

 BLEU_4 adjusted score: 1.00 
 

While decoding this method, the attention mechanism is correctly focusing on the key 

‘description’ token but also on the operator ‘=’ (Figure 5).  

 
Beam candidates: 

['setter for the property’,  

‘setter for the property name', 

@Override 
  public void setDescription(String description) { 
 
    this.description = description; 
  } 
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'setter for the property description',  

‘setter for the property description the connection',  

'setter for the property description the name and the description'] 
 
 

 

Figure 5: Attention Heatmap - CategoryEto_4.java 

 
 Java – CreateDestinationRequest_getClassName.java  

 Processed input: public final string get class name return class name 

 Processed output: returns the class name of destination 

 Predicted summary: returns the class name 

 BLEU_4 adjusted score: 0.6065 

 

The attention mechanism (Figure 6) focuses on the correct tokens, like ‘class’ and ‘name’. 

Even though the BLEU score is lower, the sentence is well translated, considering that the 

token ‘destination’ is not present in the source code itself, but only in the description sequence. 

 

Beam candidates: 

[‘returns the class name <end>', 

 ‘returns the class name of this class name <end>', 

 ‘returns the class name for this class name which is not <end>', 

 ‘returns the class name for this class is not be careful with the connection',  

 ‘returns the class name for this class is not to be careful with the name'] 
 

public final String getClassName() { 
    return className; 
  } 
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Figure 6: Attention Heatmap - CreateDestinationRequest_getClassName.java 

 

 Java – ActivationSpecImpl_setDestination_String.java 

 Processed input: public void set destination string destination this destination = 
destination 

 Processed output: sets the destination name  

 Predicted summary: sets the destination  

 BLEU_4 adjusted score: 0.4322 

 

Here the BLEU_4 scores to only 0.43. Nevertheless, a positive behaviour is observed, since 

the attention mechanism (Figure 7) is paying attention to the token ‘destination’, as expected. 

 

Beam candidates: 

['sets the destination <end>', 

 ‘getter for the destination <end>’, 

 ‘sets the target destination <end>’, 

 ‘sets the identifier of this destination <end>’, 

 ‘sets the identifier of this destination is be used can be used by’] 

 

public void setDestination(String destination) 
  { 
    this.destination = destination; 
  } 
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Figure 7: Attention Heatmap - ActivationSpecImpl_setDestination_String.java 

 
 Java - MVCApplication_redirect_HttpServletRequest_String_String_int.java 

 

 Processed input: protected x page redirect http servlet request request string str view 
string str parameter int n value url item url = new url item get view url str view url add 
parameter str parameter n value return redirect request url get url 

 Processed output: redirect to an url defined by given parameters 

 Predicted summary:   redirect to requested page 

 BLEU_4 adjusted score: 0.0953 
 

 

Figure 8: Attention Heatmap - MVCApplication_redirect_HttpServletRequest_String_String_int.java 

 

protected XPage redirect( HttpServletRequest request, String strView, String strParameter, int 
nValue ) 
    { 
        UrlItem url = new UrlItem( getViewUrl( strView ) ); 
        url.addParameter( strParameter, nValue ); 
 
        return redirect( request, url.getUrl( ) ); 
    }  
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This observation is an example of badly summarized snippet, since this time the attention 

mechanism (Figure 8) cannot focus on the right tokens, such as ‘redirect’ and ‘url’, which are 

present in the source code. 

 

Beam candidates: 

['redirect to requested request <end>',  

' redirect to requested view <end>',  

' redirect to requested page <end>',  

' redirect to an url <end>',  

' redirect to an url defined in the given an redirect to url <end>'] 

 

 Java - RoleMultiple_removeListener_AgentId .java 

 

 Processed input: public void remove listener agent id target if list = = null return for int 
i = list size i - - > agent id id = agent id list element at i if target equals id list remove 
element id break 

 Processed output: removes an agent from the listeners list 

 Predicted summary: remove the specified destination  

 BLEU_4 adjusted score: 0.0924 

 

 

Figure 9: Attention Heatmap - RoleMultiple_removeListener_AgentId.java 

The attention heatmap (Figure 9), similarly to the previous case, is focusing on the wrong 

tokens, although the ‘agent’ and ‘listener’ tokens appear in both source code and NL 

description. It seems like the global attention mechanism struggles to focus on the right words, 

public void removeListener(AgentId target) { 
    if (list == null) 
      return; 
    for (int i = list.size(); i-- > 0;) { 
      AgentId id = (AgentId) list.elementAt(i); 
      if (target.equals(id)) { 
        list.removeElement(id); 
        break; 
      } 
    } 
  } 
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especially when the source code has more tokens, perhaps suggesting the use of a local 

attention layer for future trials. 

 

Beam candidates: 

[' remove the destination <end>',  

' remove the first messages <end>', 

 ' remove the specified destination <end>',  

' remove the specified queue from a queue <end>',  

' remove the specified queue from a given role <end>'] 
 

It is worth noticing that many methods, especially those from MyThaiStar use case, are setters 

and getters. This could potentially be affecting the performances of the model, due to what 

was explained in section 2.2 regarding repetitiveness in templates, occurring frequently in 

natural language descriptions for source code. Those observations represent a mislead in the 

evaluation process as well, since a single word can reverse the meaning of the description but 

its importance cannot be reflected by the metrics, especially when sentences are short.  
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5.2 C/C++ 

In the following section, the results for the C/C++ model are reported, following the same 

structure of the previous section, introducing greedy and beam evaluation as well as selected 

examples of well decoded sentences belonging to the ‘Drivers’ and ‘OpenCV’ use cases. 

Encoder-Decoder model features: 

 Max sequences length: 200 (source code); 15 (summaries) 

 Embedding size: 300 

 LSTM units: 256 

 LSTM dropout: 0.3 

 Parameters: 3,179,257 

 Input vocabulary size: 2,865 

 Output vocabulary size: 1,421 

 Training time: 2,516 s  

Greedy and Beam Search evaluation 

Being the C/C++ a less performing model, due to the extreme scarcity of training data 

(remember training size is 789), the results are nonetheless acceptable in terms of the BLEU 

metrics. 

Like previously done for the Java use case the ‘BLEU_4 adj’ score is chosen as the metric to 

maximize while implementing the Beam Search decoder. The experimental results obtained 

with the C/C++ model are displayed in Table 7, Table 8 and Table 9, where the score is 

computed as the mean of the selected translations across the sets for the explored values of 

beam width. 

Training set 

Table 7: C/C++ evaluation - Training set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.7195 0.7397 0.7417 0.7471 

BLEU_2 0.6585 0.6831 0.6833 0.6823 

BLEU_3 0.6055 0.6308 0.6296 0.6271 

BLEU_4 0.5429 0.5762 0.5775 0.576 

BLEU_4 adj 0.6138 0.6406 0.6439 0.6472 

Rouge-L f1 score 0.7462 0.7264 0.7262 0.7233 

Rouge-L precision 0.7606 0.7049 0.7024 0.7 

Rouge-L recall 0.7439 0.7597 0.7605 0.7562 

Decoding time 73s 189 s 312 s 609 s 
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Validation set 

Table 8: C/C++ evaluation - Validation set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.4578 0.5044 0.5091 0.5317 

BLEU_2 0.3557 0.3898 0.3895 0.4074 

BLEU_3 0.2487 0.2852 0.2763 0.3035 

BLEU_4 0.1722 0.2007 0.1948 0.2117 

BLEU_4 adj 0.2979 0.3413 0.3375 0.3573 

Rouge-L f1 score 0.4990 0.5112 0.5016 0.5217 

Rouge-L precision 0.5014 0.4875 0.4816 0.5031 

Rouge-L recall 0.5146 0.5525 0.535 0.5497 

Decoding time 10s 25 s 41 s 80 s 

 

Test set 

Table 9: C/C++ evaluation - Test set 

Metric Greedy  Beam size = 3 Beam size = 5 Beam size = 10 

BLEU_1 0.4458 0.4630 0.4838 0.4879 

BLEU_2 0.3478 0.3637 0.3712 0.3623 

BLEU_3 0.2388 0.2561 0.2632 0.2572 

BLEU_4 0.1746 0.1871 0.1963 0.1891 

BLEU_4 adj 0.3104 0.3267 0.3376 0.3392 

Rouge-L f1 score 0.4841 0.4728 0.4904 0.4897 

Rouge-L precision 0.4869 0.4541 0.4687 0.4755 

Rouge-L recall 0.4958 0.5055 0.5258 0.5179 

Decoding time 10s 25 s 40 s 78 s 

 

Although not as much as for the Java model, with the Beam Search Decoder the set of metrics 

improved across all the sets for the C/C++ model as well. Good results for the validation and 

test sets are observed with beam width equal to 3 and 5, although the ‘BLEU_4 adjusted’ is 

maximized with beam width equal to 10.  

For both models, adopting a beam width of 10 seems to be unjustified, given little 

improvements in performances at the cost of three times longer decoding time. 
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Moreover, there are studies showing that the quality of the highest probable hypothesis found 

by beam search can degrade with larger beam widths. (Eldan Cohen, 2019) perform an 

empirical study on sequence synthesis task such as machine translation, abstractive 

summarization, and image captioning, showing that increasing the beam width can affect the 

quality of the decoded sentences when generated on early, very low probability tokens that 

are followed by sequences of tokens with high conditional probability.  

Therefore, the choice of adopting a beam width of 5 for the Java model and a beam width of 3 

for C/C++ model seems more appropriate also due to the reduced decoding time. 

BLEU_4 adjusted distributions 

Even though a validation set of 81 observations is a very reduced one, the distribution of the 

BLEU_4 adjusted is reported in Figure 10; the analysis of some of the decoded sentences for 

this model is carried out in the following section, showing that the models can output good 

translations too. 

The distribution of the BLEU_4 adjusted score across the sets is displayed in histograms forms 

with main statistics for the validation set in Table 10. As previously done for the Java model, 

two histograms are reported for the training set: the one on the left-hand side one shows the 

original distribution, while on the right-hand size the perfectly translated sentences (BLEU_4 

adj = 1) are excluded from the graph to better visualize the BLEU_4 distribution. 

 

Table 10: C/C++ BLEU_4 adjusted and ROUGE-L statistics on validation set 

Validation BLEU_4 
SMOOTH 

ROUGE-L 

 

count 91 91 

mean 0.2979 0.4990 

std 0.2244 0.2712 

min 0.00 0.00 

25% 0.1783 0.3333 

50% 0.2255 0.4444 

75% 0.3079 0.71 

max 1.00 1.00 
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Figure 10: C/C++ BLEU_4 adjusted distributions across sets 

 

Decoded sentence – Validation set 

As previously done for the Java model, some of the decoded sentences are selected to show 

the model behavior for the validation set. The related attention heatmaps are displayed, 

followed by the beam search prediction for beam width equal to 3. 

 
 OpenCV - 312.cpp 

 Processed Input: histogram training : : ~ histogram training  

 Processed Output: destructor of histogram training class 

 Predicted Summary: destructor of histogram training class 

 BLEU_4 adjusted score: 1.00 

HistogramTraining::~HistogramTraining() 

{ 

} 
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Figure 11: Attention Heatmap – 312.cpp 

The attention heatmap for this prediction (Figure 11) shows a positive behaviour, focusing on 

the words ‘histogram’ and ‘training’ and associating the ‘~’ symbol in source code with its actual 

functionality of destructor of the class. 

 
Beam candidates: 
 

[' destructor of histogram fusion class',  

' destructor of histogram classfication class',  

' constructor of histogram training class'] 

 
 

 Drivers - e1000e_write_phy_reg_m88.c 

 

s32 e1000e_write_phy_reg_m88(struct e1000_hw *hw, u32 offset, u16 data) 
{ 
s32 ret_val; 
 
ret_val = hw->phy.ops.acquire(hw); 
if (ret_val) 
return ret_val; 
 
ret_val = e1000e_write_phy_reg_mdic(hw, MAX_PHY_REG_ADDRESS & offset, 
   data); 
 
hw->phy.ops.release(hw); 
 
return ret_val; 
} 
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 Processed Input: s32 e1000e write phy reg m88 struct e1000 hw * hw u32 offset u16 
data s32 ret val ret val = hw - > phy ops acquire hw if ret val return ret val ret val = 
e1000e write phy reg mdic hw max phy reg address & offset data hw - > phy ops release 
hw return ret val  

 Processed Output: acquires semaphore if necessary then writes the data to phy 
register at the offset 

 Predicted Summary: acquires semaphore if necessary then writes the data to phy 
register at the offset 

 BLEU_4 adjusted score: 1.00 

 

 

Figure 12: Attention Heatmap - e1000e_write_phy_reg_m88.c 

Being the C method much longer, the attention mechanism (Figure 12) struggles to find the 

correct context. However, the code token ‘offset’ is clearly of great importance across the whole 

decoding process. 

 
Beam candidates: 
 

['acquires semaphore if necessary then writes the data to phy register at the phy',  

 'acquires semaphore if necessary then reads the data to phy register at the offset',  

 'acquires semaphore if necessary then writes the data to phy register at the offset'] 
 
 

 OpenCV - 435.cpp 

 Processed Input: void apply scale factor point cloud < point xyz > & cloud double scale 
factor ros info scale factor fnr scale factor for size_t i = i < cloud points size + + i cloud 
points i x = cloud points i x * scale factor cloud points i y = cloud points i y * scale factor 
cloud points i z = cloud points i z * scale factor  

void applyScaleFactor( PointCloud<PointXYZ> & cloud, double scale_factor){ 
    //ROS_INFO ("Scale factor: %f\n\r",scale_factor); 
    for (size_t i=0; i< cloud.points.size(); ++i){ 
        cloud.points[i].x=cloud.points[i].x*scale_factor; 
        cloud.points[i].y=cloud.points[i].y*scale_factor; 
        cloud.points[i].z=cloud.points[i].z*scale_factor; 
    } 
} 
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 Processed Output: function to apply a scale factor to a xyzrgba cloud 

 Predicted Summary: function to apply a scale factor to a rgb cloud 

 BLEU_4 adjusted score: 0.7825 
 

 

Figure 13: Attention Heatmap - 435.cpp 

Even though the Cpp snippet is longer in this case, the attention mechanism (Figure 13) works 

as expected, focusing on ‘scale’ and ‘factor’ and on the noun ‘cloud’. 

 
Beam candidates: 
 

['<end>',  

'function to apply a scale factor to a xyzrgb cloud',  

'function to apply a scale factor to a rgb cloud'] 
 
 

 OpenCV – e1000e_phc_adjtime.c 

 Processed Input: static int e1000e phc UNK struct ptp clock info * ptp UNK delta struct 
e1000 adapter * adapter = container of ptp struct e1000 adapter ptp clock info unsigned 
long flags spin lock irqsave & adapter - > systim lock flags timecounter UNK & adapter 
- > tc delta spin unlock irqrestore & adapter - > systim lock flags return 

 Processed Output: adjust the timecounter and return the correct values in ns after 
converting it into  

 Predicted Summary: adjust the timer by resetting the timecounter structure  

 BLEU_4 adjusted score: 0.1714 
 

static int e1000e_phc_adjtime(struct ptp_clock_info *ptp, s64 delta) 
{ 
struct e1000_adapter *adapter = container_of(ptp, struct e1000_adapter, 
    ptp_clock_info); 
unsigned long flags; 
 
spin_lock_irqsave(&adapter->systim_lock, flags); 
timecounter_adjtime(&adapter->tc, delta); 
spin_unlock_irqrestore(&adapter->systim_lock, flags); 
 
return 0; 
}  
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Figure 14: Attention Heatmap - 366.cpp 

This source code file is longer, and the attention mechanism (Figure 14) cannot find the correct 
tokens to focus on, badly affecting predictions quality. It is also true that most of the words 
used in the NL descriptions are not corresponding with tokens in the source code, apart from 
the ‘struct’ token. 
 
Beam candidates: 

[‘reset the timecounter and return the correct values in ns after converting it it, 

 ‘adjust the timecounter and return the correct values in ns after converting it into’, 

 ‘reset the timecounter and return the correct values in ns after converting it into’] 
 
 

 OpenCV – 340.cpp 

 Processed Input: void update point position const eigen : : vector3f & old position float 
variability eigen : : vector3f & new position new position = generate random float old 
position - variability old position + variability new position = generate random float old 
position - variability old position + variability new position = generate random float old 
position - variability old position + variability 

 Processed Output:  function to update a position as a 3d point 

 Predicted Summary: function to perform a translation and rotation of a matrix for util 
class 

 BLEU_4 adjusted score: 0.1771 
 

void updatePointPosition (const Eigen::Vector3f& old_position, float variability, Eigen::Vector3f& 
new_position){ 
    new_position[0] = generateRandomFloat(old_position[0]-variability,old_position[0]+variability); 
    new_position[1] = generateRandomFloat(old_position[1]-variability,old_position[1]+variability); 
    new_position[2] = generateRandomFloat(old_position[2]-variability,old_position[2]+variability); 
} 
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Figure 15: Attention Heatmap - 340.cpp 

This last example shows a badly summarized sentence. The initial tokens in source code 
‘update’ and ‘position’ are ignored by the attention mechanism (Figure 15) which is focusing 
on the following part of the snippet. Even though the meaning of ‘update a position as a 3d 
point’ can be associated with matrix operations, the functionality of the method is not reflected 
in the generated summary. 
 
Beam candidates: 

[‘function to perform a translation and translation of a matrix for util class <end>’, 

‘function to perform a rotation and rotation of a matrix for util class <end>’, 

‘‘function to perform a translation and rotation of a matrix for util class <end>’] 
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5.3 Other decoded sentences  

In this section, some examples of decoded sentences in the validation set (Table 11) are 

selected for the Java model and displayed in the following table, in order to show some 

concrete examples of: 

 Why there is the need of introducing BLEU_4 adjusted, having observations scored to 

0 even if they are well summarized.  

 Improvements from Greedy to Beam Search predictions, which even if true in terms of 

the BLEU score, not always actually improve the correctness and quality of the 

generated summary.  

 

Table 11: Java - Examples of decoded sentence 

Predictions BLEU_4  BLEU_4 adj 

JAVA/LocalizedData_getKey.java 

Gold: returns the key 

Greedy: returns the key of 
the workgroup 

0 0.2866 

Beam: returns the 
workgroup key 

0 0.3048 

JAVA/PortletType_getCreateSpecificFormTemplate.java 

Gold: return html code to add another form to the create page 

Greedy: return html code to 
include in the form 

0.2629 0.2629 

Beam:  return html code to 
include in the create form  

0.2954 0.2954 

JAVA/PageData_getContent.java 

Gold: returns the page content 

Greedy: returns the content 
of the page 

0 0.3131 

Beam: returns the page 
content 

1.00 1.00 

JAVA/AppConnectionService_getDefaultConnectionService.java 

Gold: returns a default plugin connection service 

Greedy: returns a 
connection service 
associated to the plugin 

0 0.2943 

Beam: returns a connection 
service associated to plugin 

0 0.3110 
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JAVA/ActivationSpecImpl_getPassword.java 

Gold: returns the user password 

Greedy: returns the 
password 

0 0.2272 

Beam: returns the user 
password 

1 1 

JAVA/AbstractTransaction_getPhaseInfo.java 

Gold: returns a string representation of the transaction state 

Greedy: returns the 
transaction state 

0 0.1744 

Beam: returns the number 
of the state of this user 

0 0.2228 

JAVA/SiteDashboardComponent_getDashboardData_AdminUser_HttpServletReque
st.java 

Gold: the html code of the component 

Greedy: returns the 
dashboard component html 
code 

0 0.2633 

Beam: returns the 
dashboard component html 
code of the right  

0.3303 0.3303 

 

Some examples of predictions from the Java models are displayed in Table 11, showing the 

need for BLEU_4 adjusted metric adoption: 

 JAVA/LocalizedData_getKey.java 

 JAVA/PageData_getContent.java 

 JAVA/ActivationSpecImpl_getPassword.java 

Predictions reflecting metrics improvements by switching to beam search algorithms and 

adopting a beam width of 5 are: 

 For better:  

o JAVA/PortletType_getCreateSpecificFormTemplate.java 

o JAVA/LocalizedData_getKey.java 

o JAVA/PageData_getContent.java 

o JAVA/ActivationSpecImpl_getPassword.java 

o JAVA/AppConnectionService_getDefaultConnectionService.java 

 For worse:  
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o JAVA/SiteDashboardComponent_getDashboardData_AdminUser_HttpServlet

Request.java 

o JAVA/AbstractTransaction_getPhaseInfo.java 

Table 12: C/C++ - Examples of decoded sentence 

Predictions BLEU_4  BLEU_4 adj 

OpenCV/201.cpp 

Gold: function to cluster using euclidian distance in index cloud 

Greedy: function to obtain 
the cluster of an object 

0 0.1922 

Beam: function to obtain the 
euclidian cluster of an object  

0 0.2228 

Drivers/e1000e_disable_aspm.c 

Gold: disable aspm states pdev pointer to pci device struct state bit mask of aspm 

Greedy: called when pci pci 
start pdev pointer to pci 
device state the current bit 

0.2892 0.2892 

Beam: disable aspm states 
pdev pointer to pci device 
struct state bit mask of aspm 

1.00 1.00 

OpenCV/208.cpp 

Gold: constructor of expert fusion class 

Greedy: constructor of class 0 0.1628 

Beam: constructor of expert 
fusion class to segment 

0 0. 6148 

OpenCV/004.cpp 

Gold: function to obtain the delay rate of capturer 

Greedy: function to obtain 
the status cb of the filtering 
process 

0.2777 0.2777 

Beam: function to obtain the 
status cb of the filtering  

0.3156 0.3156 

OpenCV/416.cpp 

Gold: function to obtain near points around indicated point 

Greedy: function to obtain 
all points near to a defined 
box in pc lcloud 

0 0.1852 

Beam: function to obtain all 
points near to a defined box 

0 0.2276 
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Keeping in mind that the validation set is much smaller for the C/C++ model, some other 

examples of predictions are reported in Table 12. 

The predictions showing how the introduction of the BLEU_4 adjusted metric is helpful are: 

 OpenCV/201.cpp 

 OpenCV/208.cpp 

 OpenCV/416.cpp 

By selecting a beam width of 3, the predictions showing metrics improvements for the C/C++ 

model are: 

 Drivers/ e1000e_disable_aspm.c 

 OpenCV/201.cpp 

 OpenCV/208.cpp 
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6 Conclusion 

Up until this point, the models developed under T2.4 already deliver acceptable results, based 

on the BLEU_4 score metric, even though the Java summarization model outperforms the C 

model, supported by the availability of more training labelled data.  

The model predictions can only sometimes reflect the true functionality of the input methods, 

especially if their natural language descriptions are concise enough. However, a positive 

behaviour for the models is generally observed. In most cases, the structure of the generated 

sentence is well organized and semantically correct. Moreover, predicted summaries often 

start with verbs/nouns according to their original summaries and sometimes synonyms are well 

interchanged. 

When compared to SOTA results on code summarization task, the Java model performances 

obtained with the Beam Search algorithm are already quite good, at least in terms of the 

BLEU_4 score smoothed metric adopted, which is justified with T2.4 use cases data that 

contain a lot of observations with descriptions shorter than four words.  

Moreover, for both models, improvements in performances were observed by introducing the 

Beam Search decoder, that in most cases helps in improving the quality of the generated 

summaries.  

However, in future steps, with the aim of further boosting performances of the developed 

models, more complex networks, such as transformers architectures, are going to be 

developed and trained on augmented versions of the datasets, using the open-source datasets 

collected under T2.1. Apart from data augmentation, transfer learning techniques are going to 

be explored in order to see if fine tuning of models trained on similar datasets can help improve 

performances for the code summarization task on Decoder use case data.       
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Appendix 

Python Libraries: 

absl-py==0.11.0 

astor==0.8.1 

astunparse==1.6.3 

cached-property==1.5.2 

cachetools==4.1.1 

certifi==2020.11.8 

chardet==3.0.4 

cycler==0.10.0 

flatbuffers==1.12 

gast==0.3.3 

google-auth==1.23.0 

google-auth-oauthlib==0.4.2 

google-pasta==0.2.0 

grpcio==1.32.0 

h5py==2.10.0 

idna==2.10 

importlib-metadata==2.0.0 

joblib==0.17.0 

Keras==2.3.1 

Keras-Applications==1.0.8 

Keras-Preprocessing==1.1.2 

kiwisolver==1.3.1 

Markdown==3.3.3 

matplotlib==3.3.2 

nltk==3.4.1 

numpy==1.19.4 

oauthlib==3.1.0 

opt-einsum==3.3.0 

pandas==1.1.4 

Pillow==8.0.1 

pkg-resources==0.0.0 

protobuf==3.13.0 

pyasn1==0.4.8 

pyasn1-modules==0.2.8 

Pygments==2.5.2 

pyparsing==2.4.7 

python-dateutil==2.8.1 

pytz==2020.4 

PyYAML==5.3.1 

requests==2.24.0 

requests-oauthlib==1.3.0 

rouge==1.0.0 

rsa==4.6 

scikit-learn==0.23.2 

scipy==1.4.1 

six==1.15.0 

sklearn==0.0 

tb-nightly==2.5.0a20201117 

tensorboard==2.2.2 

tensorboard-plugin-wit==1.7.0 

tensorflow==2.2.0 
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tensorflow-estimator==2.2.0 

tensorflow-gpu==2.2.0 

termcolor==1.1.0 

tf-estimator-nightly==2.4.0.dev2020102301 

tf-nightly==2.5.0.dev20201118 

threadpoolctl==2.1.0 

typing-extensions==3.7.4.3 

urllib3==1.25.11 

Werkzeug==1.0.1 

wrapt==1.12.1 

zipp==3.4.0 
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