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Executive Summary
As a continuation of deliverable D2.2, this document reports the results for the “Variable Misuse
detection and repair” application belonging to task T2.3, which has the main objective of
localizing and repairing bad uses of variables within source code. We take advantage of deep
learning sequence-to-sequence models as a means for improving developers’ productivity and
software quality. Moreover, this approach is also able to classify the corresponding source
code files as faulty or correct. The programming languages covered for this task are C, C++
and Java, corresponding to the use cases studied within DECODER.
This new application has been selected after the review that took place in January 2020 (M13),
in order to justify the advantages of using Natural Language Processing (NLP) models over
traditional parsers, since the usefulness of the “Name Entity Recognition” (NER) application
was not so clear for the programming languages used by DECODER use cases and it could
refer to a problem already solved by the existing lexers.
The chosen approach to locate and fix this kind of bugs is based on multi-headed Pointer
Networks (Ptr-Net), a very simple modification of the attention-based sequence-to-sequence
model. This new approach allows us to train a model that jointly and directly localizes and
repairs variable misuse bugs.
Although the models implemented achieve a very good classification performance, they
present some differences when it comes to repair the faulty programs. In particular, for this
task the Java model outperforms the C/C++ one, probably due to the very reduced dataset
size for the latter use cases.
Contributing tasks of this WP
Related deliverables of this WP
Input from other WP(s)
Output to other WP(s)

T2.3
D2.2 (second version)
None
Integration in WP1 and use cases in WP6
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1 Introduction
This document presents deliverable D2.3 “Report on techniques information extraction from
source code, V3”, whose aim is locating and repairing bugs or errors in source code variables.
This report, which is the final report for task T2.3, introduces the applied technique as well as
the results obtained on the four use cases in DECODER project (Drivers, OpenCV, My-ThaiStar and Java).
The objective of task T2.3 is to provide a tool that, given a program, can find program locations
where variables are incorrectly used and predict the correct variables that should be in those
locations. Furthermore, this can address variable misuse bugs, which exist when a correct
variable differs from the current one at location.
Different from other approaches, the technique presented in this document benefits from a joint
training of the localization of both the incorrect variable and the correct one, allowing for
repairing buggy functions/methods written in C/C++ and Java, in this case, and classifying
them as fault or correct.

1.1 Overall organization of the document
This report is structured across four main sections:






Section 2 explores some of the existing approaches for source code repair task,
emphasizing those techniques that are based on deep learning architectures. In
addition, it includes a description and a comparison of the distinct source code
representation methods and their role as an important pre-processing step.
Next, as a continuation of deliverable D2.2, Section 3 gathers the reasons that justify
the change of the former application "Named Entity Recognition" to “Variable Misuse
detection and repair” for this task T2.3 and describes it. This section also presents the
first processing steps for preparing the dataset to train the model.
Finally, in Section 4 and Section 5, the model architecture is presented and described,
as well as the results of the hyperparameter tuning optimization and the evaluation
results for both of the Java and C/C++ models. For this evaluation, Section 5 introduces
four distinct metrics that allow us to measure not only the bug-repair ability of the model
but also its classification ability. Moreover, these metrics also allow us to compare our
results with those obtained by the state-of-the-art model.
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2 State of the art of NLP techniques on source code repair
2.1 Representation methods
Following the discussion of previous deliverables, it is suitable to start by reminding the three
most common ways of processing source code in order to represent it in an efficient form:




Token/Character level
Syntactic level (Abstract Syntax Trees – AST)
Semantic level (graphs)

Advances in machine learning and the availability of large corpora of source code have led to
growing interest in the development of neural representations of programs for performing
program analysis. In particular different representations based on token sequences, program
parse trees and graphs have been proposed for a variety of tasks including repair, optimization
and synthesis.
For repairing programs tasks, the choice of the method for processing depends on the type of
bug to be fixed. Most existing program repair techniques analyse Abstract Syntax Trees
(ASTs), since this way is the most appropriated for repairing semantic errors within source
code, which refer to any case where the actual program behaviour is not the same as the
behaviour the programmer intended. However, syntactic-level representations or ASTs are
unfortunately unavailable for programs with syntax errors, because these models usually
generate syntactically correct code at the cost of higher computational effort. That is why it is
more convenient to employ a token-level representation for this kind of syntax bugs. Finally,
there are also graph models for repairing tasks, which use both syntactic and semantic
information, but are not as common as the other previous approaches in the literature, given
their complexity of generating realistic representations of source code.
However, this classification is not so strict in practice. For example, several techniques are
focused on repairing semantic errors using token sequences rather than ASTs to represent
programs. This is due not only to their simplicity, but also to the fact that some of these methods
are based on deep learning sequence-to-sequence models, such as Recurrent Neural
Networks (RNNs), whose only constraint is that their input must be a sequence.

2.2 NLP applications for source code repair
Finding defects is a core problem in software engineering and programming language
research. The challenge in this domain rests not only in correctly characterizing source code
that contains a defect with high precision and recall, but also in being able to correct it. This is
especially difficult because of the rarity of defects and the extreme diversity of (correct) source
code. As a consequence, due to its potential to improve programmer productivity and software
quality, automated program repair (APR) has been an active topic of research in recent years.
Although task T2.3 has focused on learning-based repair solutions, it is important to distinguish
between the two classes of existing approaches within the APR area.
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On the one hand, traditional approaches depend on hand-designed search techniques and are
characterized by requiring a form of specification of correctness to repair a buggy program,
usually as a logical formula/assertion, a set of tests, or a reference implementation. Since they
are applied to programs that violate their specifications, programs are already known to contain
bugs, which can be seen as an important limitation.
On the other hand, a recent line of research in APR is based on end-to-end deep learning (Le
Goues, Pradel, & Roychou, 2019). In contrast to traditional methods, these do not require any
specification of correctness, but instead it learns how to a fix common class of errors directly
from source code examples. This allows for overcoming the limitation previously discussed.
Within this learning-based line, (Pu, Solar-Lezama, Narasimhan, & Barzilay, 2016) proposes
an enumerative neural program repair approach named Sk_p to repair student programs using
an encoder-decoder architecture. Thus, for each program statement, the decoder generates a
statement conditioned on an encoding of the preceding statement and the following statement.
Other studies come from (Gupta, Pal, Kanade, & Shevade, 2017) and (Bhatia & Singh, 2016).
Both applications – known as DeepFix and SynFix, respectively – repair syntax errors using
neural program representations. While DeepFix uses an attention-based sequence-tosequence model to first localize the syntax errors in a C program, and then generates a
replacement line as repair, SynFix uses a Python compiler to identify error locations and then
combine a RNN with a constraint-based search to compute repairs.
The DeepBugs approach presented in (Pradel & Sen, 2018) focuses on identifying namebased bugs. The main idea is to represent program expressions using a small set of features
(e.g., identifier names, types, operators) and then compute their vector representations by
concatenating the individual feature embeddings. By injecting synthetic bugs, a feedforward
neural network classifier is trained to predict program expressions as buggy or not for three
classes of bugs: swapped function arguments, wrong binary operator and wrong operand in a
binary operator.
In a more recent work, (Allamanis & Brockschmidt, 2018) presents the problem of variable
misuse (VarMisuse): given a program, find program locations where variables are used, and
predict the correct variables that should be in those locations. Then, a VarMisuse bug exists
when the correct variable differs from the current one at a location. To solve this problem, the
authors use a graph neural network on syntactic and semantic information to make individual
predictions for each variable use in a program and reporting back all variable discrepancies
above a threshold.
Closer to this work is (Devlin, Uesato, & Singh, 2017). This paper proposes a neural model for
semantic code repair where one of the classes of bugs they consider is VarReplace, which is
similar to the VarMisuse problem. In particular, VarReplace refers to an incorrect local variable
that is used at a particular location and should be replaced with another variable from the
snippet. This framework adopts a two-stage approach where first a large set of repair
candidates are generated by rule-based processors, and then these candidates are scored by
a statistical model using a novel neural network architecture to select the best one.
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Finally, (Vasic, Kanade, Maniatis, Bieber, & Singh, 2019) presents an approach that, unlike
previous studies, jointly and directly localizes and repairs variable misuse bugs, and classifies
the program as faulty or correct with respect to them. To achieve this, the authors use a novel
multi-headed Pointer Network where two pointers are trained: the first pointer corresponds to
the location of the bug, and the second pointer corresponds to the location of the repair
variable.
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3 Description of the new application
3.1 Justification of the new application
In D2.1, as well as in the first project review, held in Brussels in January 2020, the initial
application envisioned for the different use cases under the scope of T2.3 “Information
extraction from source code” was presented. The main idea was to use neural networks as
formal lexers to identify entities within the source code that could be useful for the use cases.
However, this application was not so clear for the programming languages used by DECODER
use cases – C, C++ and Java – and, according to the feedback received from the reviewers,
it could refer to a problem already solved by the existing lexers. Thus, since results might have
been obtained more easily in more "traditional" ways, a new application that really benefits
from the adoption of neural networks was needed.
After an extensive search in the state-of-the-art papers carried out in order to identify a list of
possible uses of Artificial Intelligence applied to source code, some potential new applications
were presented to the use-case leader partners of DECODER. After a few meetings discussing
about the existing possibilities, the variable misuse detection and repair was selected as the
new application to be demonstrated under the scope of T2.3. These types of errors occur when
a programmer copies some code into a new context but forgets to rename a variable from the
older context, or when two variable names within the same scope are easily confused. The
models to be implemented here will be able not only to flag the use of a variable within a given
snippet as a bug but also to pick the correct variable that should be used in that place.

Figure 1: Example of Variable Misuse.

To illustrate this new approach, Figure 1 shows how the application should work in terms of
providing the correct name for a misused variable. On the left, an example of a snippet written
in Java is considered as an input to be fed to the new tool to be developed. This tool, after
trained on a great number of examples, will be able to highlight the variable password in red
as a bug, and provide the possible fix for this slot (username in blue on the right).
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3.2 Dataset preparation
In order to prepare the dataset needed for addressing the application of Variable Misuse, few
aspects must be clarified beforehand. First, the models to be developed have to be presented
with both buggy and non-buggy files so as to be able to tell them apart. In practice, this means
that we are making an assumption that all the source code files provided by the use cases are
bug-free, i.e., the code provided has no mistakes regarding the use of the variables, aspect
that was confirmed with the use case leaders.
With this in mind, we generate synthetic datasets in which the bugs are created
programmatically as follows:


The first step is to tokenize all the different source code files provided for each use case
and identify all the variables for every snippet. This is done using the tool Pygments
(Pygments, s.f.) – already used for D2.1 – which features lexers and parsers for
different programming languages, including C, C++ and Java.



After this initial phase of Named Entity Recognition (NER) task for identifying all the
variables, the next step is to flag those variables that appear more than once for a given
snippet as candidates for introducing a bug. This presents the second assumption
made by the tool, by which we are assuming that the variables for fixing a bug in a
certain snippet should be contained in the same snippet. That means that there should
be at least two different variables within the snippet. Therefore, we are only introducing
bugs in the position of a variable repeated within the same source code file. The
candidates for replacing the original variable are all the rest of the variables existing in
the same file, and one of them is picked at random for every snippet.



This generation of buggy files is automatic, that is, we iterate over all variable slots
within a snippet in order to obtain as many buggy files as repeated variables locations
exist in it. In addition, we include a copy of the original file for each buggy file created
with the objective of ensuring a 50/50 balance between buggy and non-buggy files.



Finally, it is important to highlight that, although the approach could be extensible to
multiple bugs, we are only considering that each synthetic file created only contains a
single bug per file.

Table 1 shows the number of available source code files provided for each use case, as well
as the number of created buggy files associated with them. It is important to note that the
number of files used by the model doubles the number of these buggy files, due to the goal of
the 50/50 balance with non-buggy files. Moreover, these use cases were merged by their
programming language in order to have more training data, so from here on out we will refer
to C/C++ and Java models/use cases.
For Java use case, we have 8,058 (477+7,581) source code files, corresponding to My-ThaiStar and Java use case respectively. From these initial datasets only 5,253 (236+5,017) files
contain at least two different variables, one of which is repeated at least twice in the same
snippet. This allows us to generate 54,448 (753+53,695) buggy files. Thus, after including a
copy of the original file for each one of them, the final total number of samples generated for
the Java model are 108,896.
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Table 1: Use cases datasets.
Use Case

Leader

Programming
Language

# Original
files

# Created
buggy files

Drivers

SYSGO

C

319

4,916

OpenCV

TREE

C++

592

6,710

Other projects

-

C++

1,618

17,540

My Thai Star

CAP

Java

477

753

Java

OW2

Java

7,581

53,695

In contrast, the number of original programs for C/C++ use case is much smaller. There are
only 911 (319+592) source code files provided by the Drivers and OpenCV use cases
respectively. This would be a limitation when training the corresponding model, affecting to the
results obtained by it. In order to augment the data for this use case, a search on GitHub for
new programs written in C/C++ (see Appendix) was carried out. After the search, the number
of source code files for this use case increased in 1,618 files. Furthermore, a first tokenization
of the original programs showed that most of them were too long, so it was decided to extract
just the methods contained on each file with the aim of continuing to increase the number of
data available for the model.
The method extractor built for this task works as shown in Figure 2: for a given C/C++ program,
after its tokenization with Pygments, this tool is able to extract a function/method definition
based on its name and the keyword used as return type. As a result, we have been able to
generate 29,166 buggy files for the C/C++ use case, 11,626 (4,916+6,710) corresponding to
the Drivers and OpenCV use cases respectively, and 17,540 files corresponding to programs
obtained from third-party projects hosted in GitHub that were added to the C/C++ use case. In
total, we have 58,332 samples for the C/C++ model after including a copy of the original file
for each of buggy file.
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Figure 2: Example of the method extractor on an ‘OpenCV’ source code file.

Figure 2 shows how the method extractor works. While the first image corresponds to a C++
program example from the OpenCV use case that contains three different well-defined
functions, the second one corresponds to its last function after being extracted with our
method. This snippet is obtained thanks to the pattern that most of the functions/methods in
C++ use in their definitions: return type (bool) + function name (captureSuccesfull).
Finally, since the new application proposed can be stated as a classification problem, the
models to be implemented in this task need to receive the corresponding labels. Here, two
different labels are devised, one of them called “location”, a Boolean variable (false or 0 if the
position is considered correct, true or 1 otherwise) whose purpose is to mark the position of a
token in a source code considered as buggy. In case the program does not contain any variable
misuse bugs, this location vector will point to the first position of it. The other one is called
“repair” and marks all the occurrences of the variable that fixes a bug within the same file.
Again, if there is no error in the file, the repair vector will not point to any position. These labels
were generated during the synthetic dataset generation and some examples can be found in
Figure 3.
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Figure 3: ‘OpenCV’ example of data for Variable Misuse application.

As can be seen in Figure 3, at inference time the tool will be able to detect the bugs and also
fix them, since all the information needed is self-contained within the generated files. For
example, given the file in the same figure, the tool should flag the token in line 9 (descr_rad_)
as a bug and suggest the token in line 4 (descr_rad) as the fix (the parameter received by the
function setDescrRad).
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4 Model implementation
4.1 Pre-processing and feature extraction
The original source code files are processed according to the following steps:


First of all, programs must be tokenized in order to represent them as a token
sequence. As we discussed in the previous section, this tokenization step is done using
Pygments (Pygments, s.f.), a tool which offers a variety of lexers for most of the existing
programming languages to split the source into tokens. These tokens are accompanied
by their corresponding type, that determines what the text represents semantically (e.g.,
keyword, string, or comment).



After having parsed the source code files, tokenized programs are filtered by the number
of tokens that they contain, since too long files hinder the task of Pointer Networks (PtrNets). Therefore, for the training, validation and test sets, we keep only those files whose
length is less than or equal to 200 tokens.



In the next step tokens are mapped to a numerical representation, allowing for constructing
a vocabulary for each use case before training phase.



While building the vocabulary, a <UNK> token is added for those words which are not
present in the training set, that otherwise would not have a representation in the
validation/test sets or in a new predicting setting.



As a last step, those sequences that are shorter than the number of tokens established on
the previous filtering must be padded. Additionally, sequences that exceed that value must
be truncated at the end.

Token distributions
This section presents the token distributions for each use case. These distributions are
displayed as histograms and are useful for selecting the optimal length for the filtering of the
source code files.
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Figure 4: Token distributions for the ‘Java’ use case.

Figure 5: Token distributions for the ‘C/C++’ use case.

Figure 4 and Figure 5 show not only the difference in the number of available data for each
model that we already mentioned in section 3.2, but also the difference in the length of their
source code files. The programs for the Java use case seem to be shorter than the files and
methods extracted for the C/C++ model. In particular, most of the Java source code files
contain less than 200 tokens, whereas this value increases to roughly 500 tokens in case of
the C/C++ files. After some tests, we finally decided to select those programs that contain less
than or equal to 200 tokens for both use cases, in order to keep as much information as
possible without fear of losing the benefits of using Ptr-Nets.

4.2 Model architecture
The architecture of the model to address the variable misuse detection and repair task is based
on (Vasic, Kanade, Maniatis, Bieber, & Singh, 2019) work. As it was briefly explained in section
2.2, this approach allows for performing joint prediction of both the location and the repair for
VarMisuse bugs. In essence, this model is a kind of encoder-decoder model that combines a
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Long Short-Term Memory (LSTM) (Hochreiter & Schmidhuber, 1997) recurrent neural network
with Pointer Networks (Ptr-Net) (Vinyals, Fortunato, & Jaitly, 2015).
The encoder-decoder architecture has become an effective and standard approach for both
neural machine translation and sequence-to-sequence prediction in general. Its first
component, called encoder, takes a variable-length sequence as the input and transforms it
into a state with a fixed shape. Then, the decoder maps the encoded state of a fixed shape to
a variable-length sequence. The key benefits of the approach are the ability to train a single
end-to-end model directly on source and target sentences and the ability to handle variable
length input and output sequences of text.
Thus, given a program token sequence, the proposed model first embeds the tokens using a
trainable embedding matrix. Then, as an encode step, it runs a LSTM over the token sequence
to obtain hidden states for each embedded program token. These encoder states are used to
train two pointers corresponding to the location of the bug and the location of the repair
variable. This pointer mechanism is proposed in (Vinyals, Fortunato, & Jaitly, 2015), and is a
very simple modification of the attention model that allows to apply the method to problems
where the output dictionary size depends on the number of elements in the input sequence.
Since the output of this approach is a softmax distribution, these pointers can essentially be
described as distributions over the program tokens.
Figure 6 illustrates and summarizes the architecture of the model and how it works.

Figure 6: VarMisuse bug detection and repair model architecture.
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5 Evaluation
This section aims to show the results obtained for each use case by the implemented model.
For evaluating its performance, we use four different metrics:
1. True Positive: Percentage of the bug-free programs in the ground truth classified as
bug free.
2. Classification Accuracy: Percentage of total programs in the test set classified
correctly as either bug free or buggy.
3. Localization Accuracy: Percentage of buggy programs for which the bug location is
correctly predicted by the model.
4. Localization+Repair Accuracy: Percentage of buggy programs for which both the
location and repair are correctly predicted by the model.
As this model can carry out both tasks, these metrics allow measuring both its classification
and its bug-repair ability. In addition to the metrics, we present the corresponding confusion
matrices for each training, validation and test sets to show the classification performance of
the models, and also additional graphs that help to represent the accuracy for the exact
prediction of both the localization and the repair of the bug.
Sections 5.1 and 5.2 present the baseline models for both Java and C/C++ use cases. These
models are built specifying their parameter values by hand and are useful as a first reference
before their optimization, presented in Section 5.3.

5.1 Java use case
Parameters








Sequence length: 200
Embedding size: 200
LSTM units: 350
Dropout: 0.0
LSTM Dropout: 0.0
Batch size: 32
Learning rate: 0.0015
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Confusion matrix, and localization and repair accuracy – Training set

Figure 7: Java use case confusion matrix – Training set.

Figure 8: Java use case localization and repair accuracy – Training set.
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Confusion matrix, and localization and repair accuracy – Validation set

Figure 9: Java use case confusion matrix – Validation set.

Figure 10: Java use case localization and repair accuracy – Validation set.

DECODER Grant agreement No 824231

15

D2.3 Report on techniques for information extraction from source code, V3

Confusion matrix, and localization and repair accuracy – Test set

Figure 11: Java use case confusion matrix – Test set.

Figure 12: Java use case localization and repair accuracy – Test set.
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Performance metrics
Regarding to the classification task, the confusion matrices are very useful. Figure 7, Figure 9
and Figure 11 display the number of the non-buggy and buggy available source code files and
their associated prediction as correct or fault for each set used in training, validation and test
phases. These figures show how well the model implemented for this Java use case classifies
programs, as in all these matrices most of the non-buggy and buggy programs are classified
correctly. This conclusion is corroborated by two of the calculated performance metrics
presented in Table 2, which are around 0.98 and 0.89 for the validation set, respectively.
With respect to the localization and the repair accuracy, it is convenient to explain what the
extra graphs presented actually show. Figure 8, Figure 10 and Figure 12 are composed of two
charts: the first one represents the precision for the bug localization predictions that the model
can reach for both of non-buggy and buggy programs, and the second one represents the
same but for the variable repair predictions. However, it should be specified that this second
chart corresponding to the repair predictions does not affect non-buggy programs because the
model always outputs a repair variable for all files, even when the file is correct. Thus, when a
file is predicted as non-buggy by the model, our tool will not suggest any repair action.
As can be seen in these graphs, our model is able to point the exact bug location for most of
the Java source code files used in this task, since most of them (non-buggy + buggy) are
catalogued as “Good prediction” in the figures. In addition, the model achieves a high
Localization Accuracy, being around 0.78 for the validation set.
Although the graphs also show the good capability of the model to predict repair variables for
buggy programs, it is more interesting to analyze all charts together, as the purpose of this tool
is not only to detect the variable misuse bug of a program but also to fix it. Localization+Repair
Accuracy helps in this analysis, showing that this Java model predicts correctly both the
location and repair for a 62% of buggy programs in the validation set.
Table 2: Java use case evaluation.

Set

True
Positive

Classification
Accuracy

Localization
Accuracy

Localization+Repair
Accuracy

Training

0.98853

0.96339

0.93361

0.83436

Validation

0.98598

0.89679

0.78435

0.62773

Test

0.98557

0.89445

0.78314

0.62525

5.2 C/C++ use case
Parameters






Sequence length: 200
Embedding size: 200
LSTM units: 50
Dropout: 0.0
LSTM Dropout: 0.0
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Batch size: 36
Learning rate: 0.0075

Confusion matrix, and localization and repair accuracy – Training set

Figure 13: C/C++ use case confusion matrix – Training set.

Figure 14: C/C++ use case localization and repair accuracy – Training set.
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Confusion matrix, and localization and repair accuracy – Validation set

Figure 15: C/C++ use case confusion matrix – Validation set.

Figure 16: C/C++ use case localization and repair accuracy – Validation set.
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Confusion matrix, and localization and repair accuracy – Test set

Figure 17: C/C++ use case confusion matrix – Test set.

Figure 18: C/C++ use case localization and repair accuracy – Test set.
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Performance metrics
Following the same structure as in the previous section, the classification ability of this model
can be seen in Figure 13, Figure 15 and Figure 17, which show its good classification
performance. Moreover, True Positive rate and Classification Accuracy seem to be quite high
since they are around 0.94 and 0.81 for the validation set in Table 3.
The real difference between the two models here evaluated resides in their predictions of both
the localization and the repair of the buggy variable. Comparing to the Java use case, this
model implemented for the programs written in C/C++ not only predicts with less precision the
exact localization of the error within the code, but also fails in most of the repair variables
suggested to fix it. Localization Accuracy and Localization+Repair Accuracy expose this
problem: our model is able to predict correctly the localization of the bug for a 62% of buggy
programs in the validation set, but after locating the error, it can only repair a 14% of them.
These conclusions are also displayed in Figure 14, Figure 16 and Figure 18. Nonetheless, the
bad results obtained by this model are probably a consequence of the small size of the dataset,
being an important limitation when training the model.
Table 3: C/C++ use case evaluation.

Set

True
Positive

Classification
Accuracy

Localization
Accuracy

Localization+Repair
Accuracy

Training

0.94821

0.8779

0.79479

0.20511

Validation

0.94066

0.80631

0.62552

0.13738

Test

0.94266

0.80528

0.62603

0.1405

5.3 Hyperparameter tuning
With the objective of improving the performance of the models, an hyperparameter tuning was
carried out. This optimization process is done using HyperOpt (Bergstra, Yamins, & Cox,
2013), a Python library which implements Bayesian optimization, and is accomplished by
maximizing accuracy scores ranging between 0 and 1.
Due to the complexity of the models, the decision of running 10 trials on each use case to
evaluate the different parameter values was taken for efficiency reasons. Nonetheless, the
space for the parameters involved changes along the use cases. The next sections present
the corresponding spaces together with the results of the trials, which can be seen summarized
in Table 4 and Table 5 for the Java and C/C++ use cases, respectively.
Finally, it should be pointed out that the results obtained for the Java model after the
optimization did not outperform the first results obtained, so the final model corresponds to the
first model presented in the previous Section 5.1. In contrast, since the C/C++ model was
improved, this section also presents the new results obtained for its use case.
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Java






Hidden size: values [280, 300, 350, 380]
Dropout: uniform (0.1, 0.25)
LSTM dropouts: uniform (0.1, 0.25)
Learning rate: uniform (0.001, 0.01)
Batch size: values [16, 32, 64]
Table 4: Java use case trials.

C/C++






Hidden size: values [30, 50, 80, 120]
Dropout: uniform (0.1, 0.25)
LSTM dropouts: uniform (0.1, 0.25)
Learning rate: uniform (0.001, 0.01)
Batch size: values [16, 32, 64]
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Table 5: C/C++ use case trials.

Best model for C/C++ use case
Parameters








Sequence length: 200
Embedding size: 200
LSTM units: 120
Dropout: 0.10569
LSTM Dropout: 0.248227
Batch size: 64
Learning rate: 0.002559
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Confusion matrix, and localization and repair accuracy – Training set

Figure 19: C/C++ best model confusion matrix – Training set.

Figure 20: C/C++ best model localization and repair accuracy – Training set.
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Confusion matrix, and localization and repair accuracy – Validation set

Figure 21: C/C++ best model confusion matrix – Validation set.

Figure 22: C/C++ best model localization and repair accuracy – Validation set.
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Confusion matrix, and localization and repair accuracy – Test set

Figure 23: C/C++ best model confusion matrix – Test set.

Figure 24: C/C++ best model localization and repair accuracy – Test set.
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Performance metrics
Table 6: C/C++ best model evaluation.

Set

True
Positive

Classification
Accuracy

Localization
Accuracy

Localization+Repair
Accuracy

Training

0.99524

0.97482

0.9512

0.57844

Validation

0.99461

0.88138

0.7364

0.36332

Test

0.99249

0.88138

0.74725

0.3657

5.4 Comparison with the state-of-the-art model
Table 7 compares the results obtained by our Java and C/C++ models for each corresponding
validation set with those presented in (Vasic, Kanade, Maniatis, Bieber, & Singh, 2019). This
model works in the same way that the implemented for this task T2.3, with the difference that
it includes a masking vector to only consider hidden states that correspond to state of the
variable tokens, as shown in Figure 25. Moreover, although the article mainly targets programs
written in Python contained in the public corpus ETH-Py150 (Raychev, Bielik, & Vechev), it
also uses a dataset named MSR-VarMisuse (Allamanis & Brockschmidt, 2018) that contains
C examples, so this model can be used in both scenarios.
Table 7: Java and C/C++ model results vs. state-of-the-art model results.

Metric

Java model

C/C++ model

State-of-the-art
model

True Positive

98.6%

99.5%

84.5%

Classification
Accuracy

89.7%

88.1%

82.4%

Localization
Accuracy

78.4%

73.6%

71%

Localization+Repair
Accuracy

62.8%

36.3%

65.7%

Focusing on classification task, it is clear from Table 7 that our models implemented for Java
and C/C++ obtain better results. While the state-of-the-art model is able to classify correctly
an 82.4% of the source code files analyzed, our Java model reaches an improvement of 7.3%
for this task. For its part, the C/C++ model shows an improvement of 5.7% comparing to the
original results.
Both models also outperform the original one when it comes to classify only those correct
programs. In this case, the state-of-the-art model achieves a True Positive rate of 84.5%,
whereas our Java and C/C++ models manage to increase this rate to 98.6% and 99.5%,
respectively.
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Finally, these models also present differences in localization and repair tasks. Again, the model
implemented for the Java use case obtains the best results for bug detection, as shown its
high Localization Accuracy, which exceeds the state-of-the-art model precision by 7.4%.
However, after locating the error, our model can only repair a 62.8% of buggy programs, which
is a 2.9% less than the original model. On the other hand, the C/C++ model only achieves a
maximum Localization Accuracy of 73.6%, and more importantly for buggy programs, the
Localization+Repair Accuracy drops dramatically to 36.3%, a really poor rate comparing to the
other models.

Figure 25: State-of-the-art model architecture.
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6 Summary and conclusion
Up to the current time, the models presented for variable misuse detection and repair task
reach acceptable results, although these get worse for the C/C++ model in part due to the
smaller amount of training data provided by its corresponding use cases, even when this
dataset size was increased with the incorporation of new source code files from third-party
projects.
Both Java and C/C++ models achieve very good performances for classification task. In
particular, the model implemented for those programs written in Java is able to classify
correctly around a 90% of the files as fault or correct, while this value drops to 88% in case of
the C/C++ programs. Moreover, the models also present a high precision when it comes to
predict the exact localization of the bug within a source code file. For buggy programs, these
accuracies are 78% and 74% for the Java and the C/C++ use cases, respectively.
However, there are some differences in the bug-repair capability of both models. The Java
model outperforms the model implemented for C/C++ use case by far, since it is able to
correctly locate and repair the bug for a roughly 63% of the buggy Java programs, whereas
the C/C++ model only manages to repair a 36% of these.
Finally, comparing to the state-of-the-art model presented in the original work, our model
implemented for Java programs achieves better results for both of the classification and bug
detection tasks, but it repairs correctly a less percentage of buggy programs. In contrast, the
model for the C/C++ source code files does not manage to outperform the original model,
although its high classification accuracy makes it really useful for this kind of tasks.
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Appendix
Python Libraries:
hyperopt==0.2.2
Keras==2.4.3
natsort==7.0.1
numpy==1.17.0
pandas==0.24.2
Pygments==2.4.2
scikit-learn==0.23.2
tensorflow==2.2.0
Third-party projects links:
https://github.com/ros-perception/opencv_apps/search?l=c%2B%2B
https://github.com/ros-perception/vision_opencv
https://github.com/Selameab/icog_face_tracker
https://github.com/chrissunny94/Lane_Detection_CPP_ROS
https://github.com/tzutalin/ros_sample_image_transport
https://github.com/qutas/kinetic_sample_packages
https://github.com/ros/ros_tutorials
https://github.com/introlab/find-object
https://github.com/joselusl/aruco_eye
https://github.com/ros-perception/image_pipeline
https://github.com/laurentkneip/opengv/tree/master/src/relative_pose
https://github.com/Longpham3105/learnopencv.com
https://github.com/PacktPublishing/-OpenCV-By-Example
https://github.com/oreillymedia/Learning-OpenCV-3_examples
https://github.com/nrsyed/computer-vision/tree/master/ColorThreshUtil
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https://github.com/tobybreckon/cpp-examples-ipcv
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