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Executive Summary 

This document presents the second version of deliverable D2.1 ‘Information Extraction from 
Source Code’, addressing the problem of identifying and recognizing entities in source code 
through means of deep learning sequence-to-sequence models. The programming languages 
covered for this task are C, C++ and Java, corresponding to the use cases studied within 
DECODER. 

However, after the review that took place in January 2020 (M13), a new application for task 
T2.3 needed to be proposed, in order to fully justify the advantages of using NLP models over 
traditional parsers. The ‘Variable Misuse’ application has been selected as the most interesting 
one, providing new functionalities to locate and fix typos and bugs within source code.  

As a consequence, on the one hand this deliverable includes the latest advances over previous 
results obtained on Named Entity Recognition (NER) tasks that are achieved thanks to the 
incorporation of character-level information into the LSTM neural networks: the four models 
(one per use case) reach at least 98% accuracy over the validation datasets in this context. 

On the other hand, this deliverable also introduces the choices and progress related to the 
new selected application ‘Variable Misuse’ in terms of presenting the state of the art literature 
within this field, as well as detailing the already implemented progress in the dataset building 
for the C++ source code, namely OpenCV use case. 

 

Contributing tasks of this WP T2.3 

Related deliverables of this WP D2.1 (first version) 

Input from other WP(s) None 

Output to other WP(s) Tool for integration in WP5 
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1 Introduction 

1.1 Relation to other deliverables 

This deliverable D2.2 presents the second version of deliverable D2.1 in task T2.3 "Information 

extraction from source code", which aims to recognize and categorize entities within source 

code. In this version more complex models, such as character-based models, are introduced 

in order to perform Named Entity Recognition (NER) tasks in the context of the four use cases 

in DECODER project, namely ‘Drivers’, ‘OpenCV, ‘My Thai Star’ and ‘Java’. 

The objective of the models developed under D2.2 is to provide a tool that not only achieves 

better results in recognizing and extracting information from source code, but also provides 

more generalizability to the implemented models. This is possible thanks to the characters 

embedding representation, which is added to the token level information, thus providing a 

representation even for those words that are not covered in the token vocabulary. However, 

when it comes to increasing training data in Natural Language Processing (NLP), the risk is to 

have an explosion in the vocabulary size as well, representing a potential computational 

problem. This is particularly true within the field of Software Engineering where this issue can 

be especially stressed in the variable naming process adopted by developers, which does not 

necessarily follow good coding conventions. Given this, character level information helps in 

providing representations for those words that have been excluded from the word vocabulary, 

due to very low frequency within the corpus, or even those out of vocabulary words that does 

not appear in the collected dataset.  

While deliverable D2.1 widely presented the state of the art in the field of 'Machine Learning 

on Source Code' and provided theoretical notions regarding the techniques and models that 

can be applied in this area, this deliverable is more focused on presenting the improvements 

over previous models, as well as presenting the application 'Variable Misuse', which is going 

to be developed to exploit the information derived from T2.3 'Information Extraction from 

Source Code'. 

The need for trying to find a new application of the models to be implemented in T2.3 came 

from the comments from the reviewers in the first review of the project after M12 and held in 

January 2020 in Brussels. D2.1 proposed a NER application for the identification of entities 

within the source code which, for the ease of annotation and to avoid having to annotate the 

code manually, relied on the entities provided by standard lexers for C, C++ and Java, such 

as identifiers, operators, keywords, etc. The presented approach, although being able to 

produce good results for the three programming languages (i.e., Java, C and C++) directly 

from the code and without having to define a grammar or regular expressions for identifying 

the categories, was deemed as redundant by the reviewers since this is already solved by 

standard lexers with satisfactory results. 

After receiving the comments from the reviewers, an extensive review of the state of the art 

looking for new applications for T2.3 was carried out. All these applications were presented to 

the use case leaders in WP6 and general consortium meetings and, finally, the ‘Variable 

Misuse’ application was selected as the most relevant for the use cases as it provides a 
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functionality not currently implemented in the most common tools at least, and goes also 

beyond the state of the art in the field of Artificial Intelligence. 

1.2 Overall organization of the document 

The structure of deliverable D2.2 articulates in three main sections, dedicated to present the 

state of the art of NLP techniques for source code, the implementation of the architectures and 

the obtained results respectively. 

The second section aims to expand Section 2 of D2.1 with the theoretical topics involved in 

the character-level pre-processing and building of the named entity recognition architectures. 

It introduces characters as a new level of representing code, focusing on the benefits of 

including such a representation, especially in the field of machine learning applied in software 

engineering. Furthermore, a thorough review of the literature for introducing a new application 

is also detailed. 

In Section 3, the new application of variable misuse is described from a theoretical perspective 

and the first processing steps for preparing the dataset for training the deep learning models 

are detailed. 

The fourth and fifth sections reflect the organization of Sections 4 and 5 of deliverable D2.1; 

first, the neural networks architectures are presented together with the results of the 

hyperparameter tuning optimization and, in the following section, the evaluation of the best 

models obtained for the four use cases is carried out with the same metrics adopted in D2.1. 

Finally, Section 6 contains the summary and the conclusions of this report. 
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2 State of the art of NLP techniques over source code 

This section aims to include character-based representation and modelling of source code, 

extending Section 2 of deliverable D2.1. Furthermore, a thorough research of the possible 

applications for T2.3 is also included. 

2.1 Representation methods 

In the area of machine learning applied to software engineering, there are multiple ways of 

processing source code in order to obtain a meaningful representation of its syntax, semantic 

and structure. Three of the most common ones are: 

 Token/Character level 

 Syntactic level (Abstract Syntax Trees – AST) 

 Semantic level (graphs) 

While information about the token, syntactic and semantic level rendering methods is provided 

in Section 2.1.2 of deliverable D2.1, in this section we focus on the character-level 

representation, which has been added to deal with problems and limitations introduced by 

token-level representations. 

Similar to the previous version of this deliverable, the representational methods adopted here 

always come from the first level of representation, even though the extracted sequences are 

richer in information since they exploit both token and character information from the source 

code snippets. 

While token-level approach is quite straightforward and often yields good results, there are 

some potential drawbacks. For instance, in a prediction setting, if the algorithm has not seen 

a precise word during the entire training procedure, the encoding for the unknown word would 

be a proxy such as <UNK> (‘Unknown’). This results in having to infer the unknown words by 

its surrounding context only, assuming that much information is lost. 

In order to overcome this problem, adding character-level representation to the token-level 

information is particularly useful for text that contains a great amount of rare words. In software 

engineering this is precisely the case since developers are free to name variables while coding. 

Therefore, if no conventions are followed it is likely that vocabulary explodes as the data 

training size increases. 

2.2 NLP applications for source code 

In task T2.3 ‘Information Extraction from Source Code’, neural networks are currently used as 

formal lexers to identify entities in source files. While traditional methods work with rules and 

grammars defined according to each programming language, neural networks try to identify 

these implicit rules and categorize entities according to the internal representation they derive 

from the data. The potential in using this kind of methods is that such inferred knowledge is 

directly exploitable in many other tasks such as, for example, carrying out type inference for 

dynamically typed languages as it is the case of JavaScript or Python (Vincent J. Hellendoorn, 

2018).  
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Due to the fact that this application was not so clear for the programming languages used by 

DECODER use cases – C, C++ and Java – and that, according to the feedback got after the 

1st Project Review held in Brussels, it refers to a problem already solved by the existing lexers,  

reviewers suggested to find a clear application of the models implemented in T2.3 that would 

be useful for the use cases. As a direct action after receiving the corresponding evaluation 

report from the reviewers, an extensive search in the state-of-the-art papers has been carried 

out in order to identify potential new applications. As a result of this search, we found the 

following applications, which are detailed in the next paragraphs. 

 Code recommendation or code completion 

 Code clone and code smells 

 Type exception prediction 

 Program understanding and maintenance 

 Error detection and correction 

 Variable misuse 

Some works found in the literature propose applications related to code recommendation or 

code completion. In the former, the purpose of the developed tools is to suggest similar 

snippets of code covering the same functionality as that of a provided source code (Luan, 

2019), whilst in the latter, the objective is to train a language model for source code that is able 

to suggest completion in partial statements (Veselin Raychev, 2014) (Pavol Bielik, 2016). 

Another family of possible applications relate to code clones and code smells, both presenting 

potential problems in the implementation of software tools, which may have an impact on the 

final quality of the software to be released. In (Martin White, 2016), the authors address the 

problem of code clone detection representing each snippet as a dense vector using 

embeddings, both for semantic level (as it was used for models described in D2.1) as well as 

syntactic level (ASTs). By means of defining a metric for comparison and selecting a threshold, 

they were able to flag those snippets with an embedding similarity higher than the threshold 

as code clones. (Sharma, 2019) proposes using deep learning, namely transfer learning, in 

order to detect code smells that indicate the presence of quality problems impacting many 

facets of quality of a software system. 

(Kanade, 2020) analyzes the use of embeddings applied to source code in order to predict the 

type of exception caught by a program, addressed as a multi-class classification problem. An 

application also related to classification is the one proposed by (Jian Zhang, 2019), in which 

the aim is to classify code fragments by their functionalities, which is useful for program 

understanding and maintenance. A binary classifier is also explored in (Kanade, 2020), in 

which the objective is to predict if a piece of code and a description (Javadoc, Doxygen) 

correspond to each other or not. This application is related to the one already proposed for 

T2.4 where, analyzing a piece of source code, our tool is able to provide a description using 

Javadoc/Doxygen format. 

In the field of bug-related applications, several use cases can be found in the literature. In 

(Pradel, 2018), they implement a binary classifier in order to be able to predict whether a binary 

operator in a given expression is correct or not, detecting errors such as arguments passed to 

a function in reverse order. (A. N. Lam, 2015) presents an application called bug localization, 

where the aim is to locate potential buggy files in an automated way using bug reports. For 

that, they make use of deep neural networks in combination with an information retrieval 
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technique called rVSM. (Hajipour, 2019) proposes a deep generative model to automatically 

correct programming errors by learning a distribution of potential fixes. This model is 

formulated as a deep conditional variational autoencoder that samples diverse fixes for the 

given erroneous programs. In (Miltiadis Allamanis, 2018), a graph neural network to solve both 

variable naming and variable misuse is proposed. Source code programs are represented as 

graphs and different edge types are used to model both syntactic and sematic relationships 

between tokens. This is achieved thanks to the ASTs, which provide a way of representing the 

syntax of a programming language as a hierarchical tree-like structure. Finally, (Vasic, 2019) 

presents an application called ‘Variable Misuse’, in which a type of network called pointer 

network learns to reason about selecting the correct variable that should be used at a given 

program location, providing not only location of variable naming bugs but also the 

corresponding repair. 
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3 Description of the new application 

3.1 Need for a new application 

In D2.1, as well as in the first project review, held in Brussels in January 2020, the initial 

application envisioned for the different use cases under the scope of T2.3 “Information 

extraction from source code” was presented. In this first version, the main idea was to identify 

identities within the source code that could be useful for the use cases. In order to reduce the 

amount of time required for annotating the existing code with the entities to recognize, an 

automatic annotation was suggested by means of using the available lexers for C, C++ and 

Java and the output given by these lexers was considered as labels for the algorithms. 

Although the core of the NLP application would remain intact with this approach and could be 

still valid for any other manually annotated entities, the reviewers argued about the real use of 

this application for the use cases and highlighted the overlap with other existing tools such as 

lexers, which based the type inference on rules or grammar definition. Some of the comments 

received on the corresponding report are: 

 “It should be internally clarified whether/how the task of information extraction from 

source code (T2.3/D2.1) really benefits from the use of neural networks in comparison 

to classical (scanning/parsing/type checking) techniques which build up semantically 

annotated syntax trees. These techniques already seem to contain all the relevant 

information the analysis is striving for.” 

 “The adoption of Neural Networks for code analysis should be better justified. So far, it 

is not convincing as results might have been obtained more easily in more "traditional" 

ways.” 

 Regarding D2.1, “The deliverable very well presents the project's initial effort on the 

application of NLP techniques to extract information from source code examples 

derived from the various uses cases. However, so far only low-level information is 

derived, mainly the syntactic categories of source code tokens; this (and more) could 

be also derived by classical scanning/parsing/type checking techniques. Thus the 

advantage of applying NLP to derive high-level information has not yet been 

demonstrated.” 

As a result of the above comments, type inference in C/C++ and Java was deemed to be 

already covered by existing lexers and, therefore, was discarded. This application could be 

useful, however, for dynamically typed languages, as it is the case of Python and JavaScript, 

since it is backed up by some examples found in the literature, but this is not the case for the 

programming languages addressed in DECODER use cases. 

3.2 Justification of the new application 

As an immediate reaction to the evaluation report provided by the reviewers, a thorough search 

of the relevant papers in the literature for finding a list of possible uses of Artificial Intelligence 

applied to source code was accomplished. In general, all the identified possibilities are based 

on the implementation of different architectures of deep learning models, which take advantage 

of the knowledge acquired in the NLP domain, i.e. using text documents as the source of 

information instead of source code files. 



   

   

 D2.2 Report on techniques for information extraction from source code, V2 

 

 

DECODER Grant agreement No 824231  7 

Among all the possible applications, some of them were presented to the use-case leaders in 

DECODER as a transparency exercise to jointly select the most useful application for them. 

The first filter was carried out in terms of technical aspects and feasibility analysis, taking into 

account the features of the four available datasets as well as the bulk of data already gathered 

for D2.1. 

After a few meetings – held both in the scope of WP2 and WP6 but also monthly technical 

meetings – discussing about the existing possibilities, the partners selected the bug detection 

as the new application to be demonstrated under the scope of T2.3, namely the variable 

misuse detection and repair. These types of errors occur when a programmer copies some 

code into a new context but forgets to rename a variable from the older context, or when two 

variable names within the same scope are easily confused. The models to be implemented 

here will be able not only to flag the use of a variable within a given snippet as a bug but also 

to pick the correct variable that should be used in that place. 

This problem could be treated both as a binary classification problem or as a more advanced 

approach providing the location and the possible fix. Given a sufficient number of examples of 

correct and wrong variable names, the deep learning models could not only be able to identify 

whether a name is correctly used but also to provide a correction for those names identified as 

errors. Embeddings in this task are particularly useful, carrying with them semantic information 

of the variable involved in the process and the context they appear in. 

To illustrate this new approach, Figure 1Fehler! Verweisquelle konnte nicht gefunden 

werden. shows how the application should work in terms of providing the correct name for a 

misused variable. On the left, an example of a snippet written in Java is considered as an input 

to be fed to the new tool to be developed. This tool, after trained on a great number of 

examples, will be able to highlight the variable password in red as a bug, and provide the 

possible fix for this slot (username in blue on the right). 

 

Figure 1: Example of Variable Misuse. 

3.2 Dataset preparation 

In order to prepare the dataset needed for addressing the application of Variable Misuse, a 

few aspects must be clarified beforehand. First, the models to be developed have to be 

presented with both buggy and non-buggy files so as to be able to tell them apart. In practice, 
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this means that we are making an assumption that all the source code files provided by the 

use cases are bug-free, i.e. the code provided has no mistakes regarding the use of the 

variables, aspect that was confirmed with the use case leaders. 

With this in mind, we are creating synthetic datasets in which the bugs are created 

programmatically. The first step in order to do so is to tokenize all the different source code 

files provided for each use case and identify all the variables for every snippet. This is done 

using the tool Pygments (already used for D2.1), which features lexers and parsers for different 

programming languages, including C, C++ and Java. After this initial phase of NER for 

identifying all the variables, the next step is to flag those variables that appear more than once 

for a given snippet as candidates for introducing a bug. This presents the second assumption 

made by the tool, by which we are assuming that the variables for fixing a bug in a certain 

snippet should be contained in the same snippet. Therefore, we are only introducing bugs in 

the position of a variable use that is repeated in the same source code file. The candidates for 

replacing the original variable are all the variables existing in the same file, and one of them is 

picked at random for every snippet. Finally, it is important to highlight that, although the 

approach could be extensible to multiple bugs, we are only considering that each synthetic file 

created only contains a single bug per file. 

In this report, the first results of the dataset generation for the OpenCV use case will be 

presented. The initial dataset (already analyzed in D2.1) has the following features: 

 Number of files: 597 

 Total number of tokens: 106,630 

Starting from the original data, the first step is to identify the variables among all the list of 

tokens provided by Pygments. One source code file did not contain any use of variables and, 

among the rest, 27 files contained only one variable, so they were discarded for the synthetic 

generation of files with bugs. Furthermore, 25 additional files were filtered using the 

assumptions imposed above, leaving us with 544 files for the buggy dataset generation. After 

this initial preprocessing, the 544 resulting files have a total number of 6,021 unique repeated 

variables. Consequently, we are able to generate 6,021 new buggy files for the subsequent 

detection (having the constraint that only one bug per file can be introduced). 

Since the new application proposed can be stated as a classification problem, the models to 

be implemented in this task need to receive the corresponding labels. Here, two different labels 

are devised, one of them called “location”, a Boolean variable (false if the position is considered 

correct, true otherwise) whose purpose is to mark the position of a token in a source code 

considered as buggy. The other one is called “repair” and marks all the occurrences of the 

variable that fixes a bug within the same file. These labels were generated during the synthetic 

dataset generation and some examples can be found below. 
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Figure 2: ‘OpenCV’ example of data for Variable Misuse application. 

As can be seen in Figure 2, at inference time the tool will be able to detect the bugs and also 

fix them, since all the information needed is self-contained within the generated files. For 

example, given the file in Figure 2, Fehler! Verweisquelle konnte nicht gefunden werden. 

the tool should flag the token in line 9 (descr_rad_) as a bug and suggest the token in line 4 

(descr_rad) as the fix (the parameter received by the function setDescrRad). 
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4 Model implementation 

The architecture of the bidirectional Long Short-Term Memory (LSTM) models is chosen by 

Bayes optimization of the parameters (James Bergstra, 2015), just like it has been done in the 

previous deliverable, even though the structure itself remains similar to previous models so 

that the comparison still makes sense. 

Before illustrating the implementation details for the model building and hyperparameter tuning 

steps, the first part of this section aims to sum up information regarding the datasets and the 

vocabulary upon which the named entity recognition models are built, which are customized 

to each use case in WP6. 

4.1 Updated use cases datasets information 

It is worth remembering that the source code files are cut into multiple chunks to preserve as 

much information as possible when it comes to pad sequences to a specific length as input for 

the neural networks. As Table 1 shows, the chunk size and the subsequent length of 

sequences is tuned to the use case itself, depending on the overall source files length statistics. 

 

Use Case Leader Programming 
Language 

# Files # Chunks 
(size) 

# Entities 

Drivers SYSGO C 24 132 (1,000) 17 

OpenCV TREE C++ 597 898 (200) 17 

My Thai Star CAP Java 149 330 (200) 41 

Java OW2 Java 1,098 3,957(200) 52 

Table 1: Use cases datasets. 

Pre-processing 

The available source code is processed using Pygments (https://pygments.org/, s.d.), with the 

purpose of slicing source code file into small units of information, thus working as a tokenizer. 

The output of Pygments is then processed to obtain one-to-one correspondence between the 

obtained tokens and the entity annotation files provided by the use cases (each token should 

have an entity associated with it). After having parsed and tokenized the source code files, the 

tokens are mapped to a numerical representation and padded to the chunk size length. 

The annotation files provided by the use case leaders contain a list of numbers labelling each 

token in the corresponding source code files. Together with those files, it comes an additional 

file defining the entities/number dictionary. Finally, since we are dealing with categorical 

variables, the one-hot encoding technique is applied to the sequences of entities, after having 

grouped all the punctuation into a single label. This method allows representing categorical 

variables as binary vectors, which are composed of all ‘0’ except for a ‘1’ for the entity they are 

representing. 
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Vocabularies sizes 

After applying the pre-processing and feature extraction techniques to source code, 

subsequent vocabularies for tokens and characters are built, giving as a result the following 

numbers for the analysed use cases: 

 Drivers: (8,603 unique words, 95 unique characters) 

 OpenCV: (6,022 words, 99 characters) 

 MyThaiStar: (2,298 words, 94 characters) 

 Java: (19,782 words, 96 characters) 

Histograms of Length (HoL) 

This section presents two kinds of visualizations of the length of source code snippets:  

 Histograms of source code length distribution – CHAR (Figure 3, Figure 5, Figure 

7, Figure 9) in terms of number of characters in each file. 

 Histograms of source code length distribution – WORDS (Figure 4, Figure 6, Figure 

8, Figure 10) in terms of number of tokens in each file. 

 

Drivers: HoL distribution for characters (Figure 3) and words (Figure 4) 

 

Figure 3: 'Drivers' HoL distrib. – characters. 

 

Figure 4: 'Drivers' HoL distrib. – words. 
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OpenCV: HoL distribution for characters (Figure 5) and words (Figure 6) 

 

Figure 5: ‘OpenCV’ HoL distrib. – characters. 

 

Figure 6: ‘OpenCV’ HoL distrib. – words. 

My Thai Star: HoL distribution for characters (Figure 7) and words (Figure 8) 

 

Figure 7: 'My Thai Star' HoL distrib. – characters. 

 

Figure 8: 'My Thai Star' HoL distrib. – words. 
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Java: HoL distribution for characters (Figure 9) and words (Figure 10) 

 

Figure 9: 'Java' HoL distrib. – characters. 
 

Figure 10: 'Java' HoL distrib. – words. 

4.2 Expanded architecture 

The first approach to address the task T2.3 “Information extraction from source code”, 

presented in deliverable D2.1, relies on sequence-to-sequence recurrent neural networks, that 

were fed with token level information from the source code files and trained to recognize and 

categorize entities. 

The approach proposed in this second version introduces additional information coming from 

character-level representation of tokens in the source filesm although the models developed 

in this version share most of the architecture with the ones presented in deliverable D2.1, some 

additional layers are introduced to convey information from characters representation of words 

in the vocabulary.    

Therefore, the machine learning pipeline (Figure 11) followed to implement the models has to 

be adjusted in the pre-processing step and the building and training of the neural network itself, 

where information from both token level and character level tokenization is concatenated into 

the LSTM network.  
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Figure 11: Updated workflow for Named Entity Recognition models training. 

More precisely, the additional information coming from characters embeddings has to be 

included into the networks by introducing a new layer for the embeddings of characters, which 

is then concatenated with the previous word embeddings before being fed to the main 

bidirectional LSTM (Bi-LSTM) layers. 

Therefore, the padded sequences of source code tokens and characters are fed as inputs 

layers into the neural network architecture. Each of such inputs goes into an embeddings layer, 

that extract vector numerical representation for the tokens/characters in the vocabulary. After 

the embedding layer for the characters input, a character LSTM is responsible of deriving word 

encodings by characters, before both sources of information are concatenated together. Then, 

there is a dropout layer applied to avoid potential overfitting and, finally, the result is fed to a 

bidirectional LSTM layer. 

Finally, given that the datasets still remain the same, the choice of using a ‘softmax’ final dense 

layer, has been adopted at this stage too, although in deliverable D2.1 both ‘softmax’ and 

Conditional Random Fields (CRF (Zhiheng Huang, 2015)) approach were initially explored. 

Figure 12 illustrates the different levels of the LSTM architecture as well as the input and output 

relationships between them. 
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Figure 12: LSTM architecture – word + char. 

4.3 Hardware and Software 

This section is dedicated to provide information about the hardware and software stack 

employed to train the models, which is the same used for previous deliverable. Table 2 details 

the CPU specification of the machine, presenting one socket, composed by 10 cores with 2 

threads each, resulting in 20 processing units. 
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Table 2: Hardware stack. 

Just like in deliverable D2.1, the software used to carry out the analysis is Python (version 

3.7.3). More precisely, the neural networks are trained in Keras1, which is a high-level Python 

API designed to work on the top of TensorFlow, CNTK, or Theano. Keras version is 2.2.4, 

running with TensorFlow (TensorFlow-gpu) version 1.14.0 as a backend.  

Moreover, the full list of the Python packages configuration needed to run the whole code is 

available in the appendix. 

 

                                                
1 https://keras.io/ 

https://keras.io/
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5 Evaluation 

Before detailing the hyperparameter tuning procedure and the results of the best models 

obtained out of the defined search space, Table 3 reports on how the newly adopted 

architectures are actually improving the results on named entity recognition task.  

 

Name Language #Files 

Validation 
F1-score 
(WORDS) 

Validation 
F1-score 

(WORDS +CHAR) 
Improved 

Drivers C 24  0.98 1.00 
 

OpenCV C/C++ 597  0.96 0.98 
 

My-Thai-Star Java 149  0.92 0.99 
 

Java Java 1098  1.00 1.00 
 

Table 3: Improvements of words + characters models over the use cases datasets. 

The last column of the table marks the improvement gained with token+characters based 

architecture (‘Validation F1-score (WORDS+CHAR)’) over previous results (‘Validation F1-

score (WORDS)’) obtained with the token-based model. An improvement can be observed for 

the whole set of use cases. Although Java results were already extremely good, the character-

based models provide further improvements in terms of misclassification of tokens, which is 

inexistent if the padding label is excluded from the evaluation, whereas in the token-based 

model the misclassification sometimes happened between identifiers and punctuation too. 

More information on misclassified tokens is available in Section 4.2, where the best models for 

each use case are presented. 

5.1 Hyperparameter tuning 

Since the models developed in this deliverable D2.2 are more complex and costly than the 

ones studied in the previous deliverable, the hyperparameter tuning step considers less 

parameters compared to previous implementation. 

This procedure is carried out with Python library HyperOpt (James Bergstra, 2015). This library 

implements Bayesian optimization, which is usually more efficient than manual, random or grid 

search for machine learning models. Two of the main advantages of Bayesian Optimization 

are: 

 Better overall performance on the test set; 

 Less time required for optimization. 

Another important aspect of Bayesian optimization technique is that they better select the next 

values to try in the search space, based on previous evaluations of (loss, inputs) through 

means of a probabilistic model which acts as a surrogate of the objective function.  
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Therefore, the model is always updated based on new evidence and the surrogate is re-

calculated to incorporate the latest information at each evaluation. The longer the algorithm 

runs, the more the surrogate function would resemble the actual objective function. 

The search space for the parameters involved and the number of evaluated trials slightly 

change along the four use cases. It can be noticed that the reported accuracy values (in Table 

4, Table 5, Table 6 and Table 7) are negative (since Hyperopt requires a value to minimise. 

Therefore, the optimization of parameters values is accomplished by minimizing negative 

accuracy scores, which is equal to maximizing regular accuracy scores, ranging between 0 

and 1. 

In particular, the ‘Char LSTM nodes’ parameter refers to the dimensionality of the layer that 

encodes words by characters, while the ‘bi-LSTM nodes’ parameter represents the 

dimensionality of the bidirectional LSTM layer receiving information from both token-level and 

character-level embeddings. 

Therefore, each of the following sections is dedicated to report the results obtained for the 

precise set of hyperparameters. Likewise, each use case is presented separately and the set 

of values for the tested hyper parameters are reported together with the results of such trials, 

presented in the following section (Table 4, Table 5, Table 6, Table 7). 

5.1.1 Drivers 

 Embedding dimensionality: values [200, 250, 300] 

 Char LSTM nodes: values [20, 30, 50] 

 Bi-LSTM nodes: values [50, 75, 150] 

 Learning rate: uniform (0.001, 0.01) 

 Batch size: values [4, 8, 16] 
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Table 4: 'Drivers' trials - words + char models. 

5.1.2 OpenCV 

 Embedding dimensionality: values [100, 150, 200] 

 Char LSTM nodes: values [20, 30, 50, 70] 

 Bi-LSTM nodes: values [50, 75, 100, 120] 

 Learning rate: uniform (0.001, 0.01) 

 Batch size: values [4, 8, 16, 32] 



   

   

 D2.2 Report on techniques for information extraction from source code, V2 

 

 

DECODER Grant agreement No 824231  20 

 

Table 5: 'OpenCV’ trials - words + chars models. 

5.1.3 My Thai Star 

 Embedding dimensionality: values [150, 200, 250] 

 Char LSTM nodes: values [20, 30, 40, 50] 

 Bi-LSTM nodes: values [50, 75, 100, 150] 

 Learning rate: uniform (0.001, 0.01) 

 Batch size: values [4, 8, 16] 
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Table 6: 'My Thai Star' trials - words + chars models. 

5.1.4 Java 

 Char LSTM nodes: values [20, 30] 

 Bi-LSTM nodes: values [40, 50] 

 Learning rate: uniform (0.001, 0.01) 

 Batch size: values [64, 128] 
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Table 7: 'Java' trials - words + chars models. 

5.2 Best models 

5.2.1 Drivers 

Total number of unique tags: 17 

Total number of unique tokens: 8,603 

Total number of unique characters: 95 

Training time: 784.6164 seconds 

The dataset for the Drivers use case is the smallest among the four datasets. However, the 

chunk size is set to 1,000 due to very large source code files. The resulting optimal parameters 

consist in low batch size and a high embeddings dimensionality, when comparing to other use 

cases.  

The results for such configuration are available in tables (Table 8, Table 9), where a validation 

accuracy of 99% is achieved, with only 34 misclassified tokens excluding the padding label. 

Parameters 

 Embeddings dimensionality: 300 

 Characters nodes: 50 

 Main Bi-LSTM nodes: 75 

 Learning rate:  0.0014617559120523491 

 Batch size: 8 

 

 



   

   

 D2.2 Report on techniques for information extraction from source code, V2 

 

 

DECODER Grant agreement No 824231  23 

 
 

precision recall f1 score 

Training Set 1.00 1.00 1.00 

Validation Set 0.99 0.99 0.99 

Table 8: ‘Drivers’ best model accuracy. 

 

Classification report – Validation set 

 Number of misclassified tokens (excluding Padding): 34 

 

label 
 

precision recall f1 score support 

TokenKeywordReserved 0.00 0.00 0.00 0 

TokenNameBuiltin 1.00 1.00 1.00 30 

TokenLiteralStringEscape 1.00 1.00 1.00 51 

TokenNameLabel 1.00 1.00 0.95 76 

TokenLiteralString 1.00 1.00 1.00 157 

TokenCommentPreprocFile 0.00 0.00 0.00 0 

TokenKeyword 1.00 1.00 1.00 733 

TokenOperator 1.00 1.00 1.00 2,213 

TokenName 1.00 1.00 1.00 3,316 

TokenKeywordType 1.00 1.00 1.00 75 

TokenCommentPreproc 0.98 1.00 0.99 1,375 

TokenLiteralNumberHex 0.91 0.90 0.95 10 

TokenPunctuation 0.94 1.00 0.97 3,465 

TokenLiteralNumberInteger 1.00 0.99 0.99 198 

TokenLiteralStringChar 0.00 0.00 0.00 0 

TokenNameFunction 1.00 1.00 1.00 121 

TokenCommentMultiline 0.62 1.00 0.76 571 

Table 9: ‘Drivers’ classification report - validation set. 
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Confusion matrix – Validation set 

The normalized confusion matrix for the validation set is presented in Figure 13. 

 

Figure 13: ‘Drivers’ confusion matrix - validation set. 

5.2.2 OpenCV 

Total number of unique tags: 17 

Total number of unique tokens: 6,022 

Total number of unique characters: 99 

Training time: 552.1639 seconds 

OpenCV use case presents more training observation, but with shorter length, therefore the 

chunking size of source code files is set to 200. The resulting optimal parameters consist in 
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low batch size, low embeddings dimensionality and high node values for the bidirectional 

LSTM layers. 

Table 10 and Table 11 show that the accuracy for this use case reaches 98% on the validation 

set and the number of misclassified tokens is equal to 30, which are mainly  ‘CommentMultiline’ 

classified as ‘Comment.Single’ and ‘Literal.String’ classified as ‘Name’ (identifiers). 

Parameters 

 Embeddings dimensionality: 100 

 Characters nodes: 30 

 Main Bi-LSTM nodes: 100 

 Learning rate:  0.0011542330870140756 

 Batch size: 4 

 

 
 

precision recall f1 score 

Training Set 0.98 0.98 0.98 

Validation Set 0.98 0.98 0.98 

Table 10: ‘Open CV’ best model accuracy. 

Classification Report – Validation Set 

 Number of misclassified tokens (excluding Padding): 30 

 

label 
 

precision recall f1 score support 

Literal.Number.Float 1.00 1.00 1.00 27 

Name.Class 1.00 1.00 1.00 10 

Name.Function 1.00 0.98 0.99 65 

Comment.Multiline 0.88 0.99 0.93 86 

Name.Builtin 1.00 1.00 1.00 36 

Name.Label 1.00 1.00 1.00 8 

Literal.Number.Integer 1.00 1.00 1.00 202 

Comment.Single 0.99 1.00 1.00 265 

Literal.Number.Hex 0.00 0.00 0.00 0 

Comment.Preproc 0.50 1.00 0.66 350 

Comment.PreprocFile 1.00 0.99 1.00 154 

Punctuation 0.33 1.00 0.50 3,479 

Operator 1.00 1.00 1.00 1,869 
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Literal.String 1.00 1.00 1.00 91 

Name 1.00 1.00 1.00 3331 

Keyword.Type 1.00 1.00 1.00 286 

Keyword 1.00 1.00 1.00 402 

Table 11: ‘OpenCV’ classification report - validation set. 

Confusion matrix – Validation set 

The normalized confusion matrix for the validation set is presented in Figure 14. 

 

Figure 14: ‘OpenCV’ confusion matrix - validation set. 
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5.2.3 My Thai Star 

Total number of unique tags: 41 

Total number of unique tokens: 2,298 

Total number of unique characters: 94 

Training time: 107.2146 seconds 

My Thai Star use case presents 149 source code files of short length, chunked into 330 pieces 

of length 200. Being the use case that show best improvements over previous models 

developed in D2.1, here the validation accuracy reaches high values of 0.99 (Table 12) and 

only 1 tokens is misclassified in the validation set, if the ‘PAD’ label is excluded from evaluation. 

The reason why label ‘punctuation’ has low results in terms of precision (Table 13) is because 

the majority of padding labels are misclassified under this category. 

Parameters 

 Embeddings dimensionality: 200 

 Characters nodes: 40 

 Main Bi-LSTM nodes: 75 

 Learning rate:  0.006519416237493675 

 Batch size: 16 

 

 
 

precision recall f1 score 

Training Set 0.99 0.99 0.99 

Validation Set 0.99 0.99 0.99 

Table 12: ‘My Thai Star’ best model accuracy. 

Classification report – Validation set 

 Number of misclassified tokens (excluding Padding): 1 

 

label 
 

precision recall f1 score support 

long 1.00 1.00 1.00 8 

new 1.00 1.00 1.00 12 

@ 1.00 1.00 1.00 40 

protected 1.00 1.00 1.00 2 

extends 1.00 1.00 1.00 11 

implements 1.00 1.00 1.00 4 

abstract 1.00 1.00 1.00 2 

catch 1.00 1.00 1.00 3 
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super 1.00 1.00 1.00 9 

break 0.00 0.00 0.00 0 

COMMENT 1.00 1.00 1.00 4 

throw 1.00 1.00 1.00 3 

final 1.00 1.00 1.00 10 

else 1.00 1.00 1.00 6 

private 1.00 1.00 1.00 49 

return 1.00 1.00 1.00 52 

throws 0.00 0.00 0.00 0 

class 1.00 1.00 1.00 15 

for 1.00 1.00 1.00 2 

import 1.00 1.00 1.00 74 

void 1.00 1.00 1.00 26 

instanceof 0.00 0.00 0.00 0 

StringLiteral 1.00 1.00 1.00 54 

interface 1.00 1.00 1.00 2 

this 1.00 1.00 1.00 80 

try 1.00 1.00 1.00 3 

JAVADOC 1.00 1.00 1.00 46 

int 1.00 1.00 1.00 11 

IntegerLiteral 1.00 1.00 1.00 17 

punctuation 0.52 1.00 0.68 2,260 

byte 0.00 0.00 0.00 0 

default 1.00 1.00 1.00       1 

package 1.00 1.00 1.00 12 

null 1.00 1.00 1.00 32 

if 1.00 1.00 1.00 32 

static 1.00 1.00 1.00 9 

boolean 1.00 1.00 1.00 7 

BooleanLiteral 1.00 1.00 1.00 18 

identifier 1.00 1.00 1.00 1494 

public 1.00 1.00 1.00 75 

enum 1.00 1.00 1.00 2 
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Table 13: ‘My Thai Star’ classification report - validation set. 

Confusion matrix – Validation set 

The normalized confusion matrix for the validation set is presented in Figure 15. 

 

Figure 15: ‘My Thai Star’ confusion matrix - validation set. 

5.2.4 Java 

Total number of unique tags: 52 

Total number of unique tokens: 19,782 

Total number of unique characters: 96 

Training time: 336.5642 seconds 
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Java use case presents the biggest number of source code files to process; nonetheless files 
are chunked into pieces of length 200, due to the short length of the observations. 

The choice of using pretrained embeddings from source{d} (Vadim Markovtsev, 2018) has 
been taken, therefore the embeddings dimensionality is set to 200. Due to the availability of 
much more training data, the resulting parameters are less costly than the ones found for other 
use cases, in fact the batch size is set 64, which is a higher value compared to all the other 
models, while the nodes for the character LSTM and bidirectional LSTM layers are set to lower 
dimensionality. 

Given this, the results presented in (Table 14, Table 15) for the Java use case are extremely 
good. No tokens are misclassified, if padding is not considered, thus the accuracy is 1.00 on 
both training and validation set. 

Parameters 

 Characters nodes: 20 

 Main Bi-LSTM nodes: 40 

 Learning rate:  0.007730429161367619 

 Batch size: 64 

 

 
 

precision recall f1 score 

Training Set 1.00 1.00 1.00 

Validation Set 1.00 1.00 1.00 

Table 14: ‘Java’ best model accuracy. 

Classification Report – Validation Set 

 Number of misclassified tokens (excluding Padding): 0 

 

label 
 

precision recall f1 
score 

support 

null 1.00 1.00 1.00 328 

else 1.00 1.00 1.00 120 

interface 1.00 1.00 1.00 27 

implements 1.00 1.00 1.00 36 

abstract 1.00 1.00 1.00 17 

boolean 1.00 1.00 1.00 184 

continue 1.00 1.00 1.00 2 

private 1.00 1.00 1.00 659 

enum 0.00 0.00 0.00 0 

throw 1.00 1.00 1.00 93 
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catch 1.00 1.00 1.00 84 

throws 1.00 1.00 1.00 157 

for 1.00 1.00 1.00 125 

switch 1.00 1.00 1.00 2 

long 1.00 1.00 1.00 66 

new 1.00 1.00 1.00 486 

do 1.00 1.00 1.00 7 

int 1.00 1.00 1.00 433 

extends 1.00 1.00 1.00 70 

float 0.00 0.00 0.00 0 

try 1.00 1.00 1.00 72 

super 1.00 1.00 1.00 53 

double 1.00 1.00 1.00 12 

this 1.00 1.00 1.00 414 

void 1.00 1.00 1.00 377 

class 1.00 1.00 1.00 121 

default 1.00 1.00 1.00 4 

identifier 1.00 1.00 1.00 26,292 

import 1.00 1.00 1.00 794 

protected 1.00 1.00 1.00 58 

break 1.00 1.00 1.00 9 

final 1.00 1.00 1.00 682 

@ 1.00 1.00 1.00 154 

byte 1.00 1.00 1.00 10 

synchronized 1.00 1.00 1.00 10 

short 1.00 1.00 1.00 4 

punctuation 0.74 1.00 0.85 32,903 

transient 1.00 1.00 1.00 16 

case 1.00 1.00 1.00 3 

instanceof 1.00 1.00 1.00 41 

var 1.00 1.00 1.00 18 

char 1.00 1.00 1.00 22 

if 1.00 1.00 1.00 567 
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return 1.00 1.00 1.00 562 

volatile 1.00 1.00 1.00 2 

assert 1.00 1.00 1.00 127 

true 1.00 1.00 1.00 70 

static 1.00 1.00 1.00 550 

false 1.00 1.00 1.00 67 

finally 1.00 1.00 1.00 4 

public 1.00 1.00 1.00 861 

Table 15: ‘Java’ classification report - validation set. 

Confusion matrix – Validation set 

The normalized confusion matrix for the validation set is presented in Figure 16. 
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Figure 16: ‘Java’ confusion matrix - validation set. 

 



   

   

 D2.2 Report on techniques for information extraction from source code, V2 

 

 

DECODER Grant agreement No 824231  34 

6 Summary and conclusion 

Up to the current time, the results presented for NER tasks achieve very good performances, 

even for those use cases that provide little amount of training data. By comparing the results 

with D2.1 it can be observed that the introduction of an additional layer for character 

embeddings provides the architecture with valuable information, useful both to increase 

accuracy metrics and reduce training time for those use cases that needed many epochs of 

training when fed with only word-level information.  

The use cases that present larger improvements are My Thai Star and OpenCV, where metrics 

improved by about 6% and 2% respectively. Moreover, the characters-based models can 

overcome the problem of vocabulary explosion, a feature that is particularly useful when it 

comes to test the implemented models with new unseen data. Therefore, the goal of improving 

NER model performances has been achieved, without the need of augmenting training data or 

employ more sophisticated techniques for source code preprocessing such as the extraction 

of path sequences in the abstract syntax trees. 

Since the scope of the task 'Information Extraction from Source Code' has changed to 

implement the Variable Misuse application, the focus of the final deliverable for T2.3, due in  

December 2020 (M24), will be mainly centered in reporting the results of the application for 

bug location and fixing for all the uses cases in DECODER, which is already presented here 

at its early stage for the OpenCV use case in terms of dataset preparation. 
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Appendix 

Python Libraries: 

tensorflow==1.14.0 

seqeval==0.0.12 

Pygments==2.5.2 

pandas==0.25.3 

numpy==1.18.1 

natsort==7.0.1 

Keras==2.2.4 

hyperopt==0.2.3 
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