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Executive Summary 

As the first draft version of the set of deliverables detailing the work carried out in task T2.3 
“Information extraction from source code”, the content of this document addresses the problem 
of identifying and classifying entities in source code based on deep learning sequence-to-
sequence models. The main advantage of having a machine-learning model as code parser 
are the embeddings. These vectors represent vocabulary in a numerical way and are directly 
reusable to perform task T2.4 "Techniques for code summarization”. This representation also 
allows such vectors to be exploited for applications like Code Completion, thanks to their 
properties, such as the ability to find similarities, etc. 

In order to obtain the training data, each partner leading one of the four use cases was asked 
to provide a list of source code files together with their relative annotation files and an additional 
dictionary for the chosen entities. Afterwards, the source code itself was processed so that 
one-to-one correspondence between source code tokens and annotations was found. 

The procedure of feeding deep neural networks in the field of Natural Language Processing 
(NLP) relies on a predefined vocabulary and on input sequences of same length. Therefore, 
while preparing the data as input for the network, information can be lost, depending on the 
source files lengths. Due to this issue, the possibility of chunking the source files into smaller 
pieces, according to their dimensionality, has been explored. This option results to be very 
helpful, especially for the “Drivers” use case (Use Case A), consisting of only 24 source files 
having very long lengths in term of number of tokens. Moreover, the procedure helps yield 
better results on previous trials for all the models. 

All the four models (one per use case) reach at least 90% accuracy on the test datasets. 
However, there is still room to build more complex models, such as those involving characters 
embeddings or Abstract Syntax Tree representations of source code, to have a deeper and 
meaningful representation of the input and increase model performances. This will be 
implemented in future versions of this deliverable. 
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1 Introduction 

1.1 Purpose 

This document aims to report the current results obtained under task T2.3. After an initial 

presentation of Natural Language Processing (NLP) techniques, with a special focus on the 

differences in applying such techniques in the software engineering domain, the datasets and 

the models used for the Named Entity Recognition (NER) tasks are presented. 

1.2 Overall organisation of the document 

This first draft of deliverable D2.1 covers theoretical subjects related to NLP techniques applied 

in software engineering, specifically source code development, and presents the use cases 

datasets used to develop NER models. In particular: 

 Section 2 is dedicated to present NLP techniques over source code such as 

representational methods, while focusing on the differences that still exist when it 

comes to apply traditional NLP on texts with respect to programming languages. 

 Section 3 presents the research datasets gathered in task T2.1 “Dataset collection for 

training and evaluation” together with the data provided by the use case leaders. 

 Section 4 introduces the architectures for the models employed in the NER task, as 

well as explains the pre-processing techniques employed to obtain a useful 

representation of the source code input. 

 Section 5 presents the results of such models, concluding this version with an 

hyperparameters tuning experiment in order to improve the obtained results. 

 Section 6 summarises the content of this deliverable and highlights the key aspects. 
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2 State of the art of NLP techniques over source code 

We live in a world where many aspects of our lives, such as healthcare, security or 

entertainment to name a few, rely on software. It is crucial for software to be high quality written 

in order to be maintainable. However, producing high quality software is a highly complicated 

and costly process. It is estimated that developers lose about 60% of their time (Xin Xia, 2017) 

in unproductive tasks like searching the Internet for documentation that is not detailed enough 

or struggling to understand badly written code. If we look back at the evolution of software 

development processes within the last two decades, it can easily be noticed that the way we 

write software has not improved in a significant way. 

Over the last decade Artificial Intelligence solutions based on deep learning techniques have 

completely revolutionised and automatised many human daily tasks. Machine learning is 

demonstrating its powerfulness in many fields, due to its ability of generalisation from 

thousands of examples, while handling eventual noise within the training data. Just like NLP 

applications over natural text largely improved their performances while switching from rule-

based approaches to statistical based ones, the same could be transitioned to source code, 

assuming the so-called “naturalness hypothesis” (Abram Hindle E. T., 2016), (Abram Hindle 

E. T., 2012). 

“The naturalness hypothesis. Software is a form of human communication; software corpora 

have similar statistical properties to natural language corpora; and these properties can be 

exploited to build better software engineering tools.” 

This means that humans could possibly get computers to understand source code in a similar 

way as we do, at a natural language level rather than at a binary level, by exploiting the intrinsic 

naturalness underlying in source code. Having a system able to understand not only what 

programmers write but also what they mean would be an enormous advantage. There are 

sometimes mistakes that are immediately clear to the human mind but are impossible to be 

detected by a machine due to its lack of natural language understanding. 

2.1     Source code as data 

Since this idea of naturalness of source code first appeared, many researches came out, 

proposing applications in areas covering embeddings, program translation, topic modelling, 

code summarisation and clone detection among others. These projects often involve the 

processing of other software artefacts such as comments, bug reports, documentation, etc. in 

order to deduce relationship between code itself and these elements. 

The field is rapidly expanding and has taken the name of Big Code. In this area, innovation is 

still in its early development stage. However, it is likely that we would assist a significant 

change in the software development process as we intend it today. 
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2.1.1 Source code characteristics 

As previously stated, source code analysis relies on the ‘naturalness hypothesis’. 

Nevertheless, programming languages differ from natural language in a few aspects: 

 Bimodality: Core difference among programming language and natural language. We 

consider source code bimodal due to its double scope of being understandable by 

humans and executable by machines. Small typos can have huge consequences, by 

eventually reversing the meaning of a program. This happens due to programming 

languages’ lack of robustness that natural languages possess in the case of possible 

mistakes.  

 Formality: Programming languages are written by few people and their evolution 

consists in new releases, new versions etc., whereas natural languages are a collective 

act of creation with much slower and gradual changes. 

 Structure: In contrast with the flexibility of natural languages, programming languages 

are highly structured and unambiguous.  

 Vocabulary: In NLP vocabulary is usually limited to a fixed size according to 

frequencies. Therefore, words that do not enter in the vocabulary are considered as 

unknown since they are rare. In source code, vocabulary tends to explode due to the 

extreme variability in naming identifiers. 

 Repetitiveness: Code fragments, such as loops, tend to occur several times (Su., 

2010). 

 Localness: source code is highly localised, showing repetitive pattern in a local context 

(Z. Tu, 2014). 

 Long-term dependencies: Just like it happens in natural language, elements in code 

may depend on other code elements which are far away from them. Besides, due to 

Application Programming Interface (API) usage specification, the phenomenon can be 

greatly stressed within this area; for instance, when opening and closing a file, the lines 

of code can be found at a long distance between each other, although they depend on 

each other when considering the meaning of the program. 

2.1.2 Representation methods 

Code can be regarded as the most important software artefact, supporting other engineering 

tasks such as code search or bug localisation among others. According to the classification 

provided by (M. Allamanis, 2018), probabilistic models for source code can be divided into 

three main categories: 

 Code-generating models, which define a probability distribution over source code by 

modelling the generation of parts of code such as tokens, etc.  

 Representational models of code, which take an abstract representation of code and 

yield a conditional probability distribution over code elements properties. 

 Pattern mining models, which infer latent structure within code in an unsupervised 

fashion. 
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In Machine Learning, code-generating models have a wide range of applications since they 

make use of probability models to generate structured objects such as images, text, etc. Within 

the area of Software Engineering there are three adopted ways of rendering code structure: 

 Token level: Sequential representation of elements, being either words or characters. 

This representation is used either with n-grams language models that work generating 

sequences based on the previous n-1 tokens or with Recurrent Neural Networks 

(RNNs). Among RNN, Long Short-Term Memory (LSTM) and Gated Recurrent Unit 

(GRU) architectures usually yield better performances due to their ability or dealing 

with long-term dependencies while reducing the vanishing gradient problems of 

recurrent networks. 

 Syntactic level (Abstract Syntax Trees): This representation allows generating code 

at the level of tree structures, by starting from a root node and generating children top-

to-bottom and left-to-right, conditioning on the already generated forest of subtrees. 

These models usually generate syntactically correct code, at the cost of higher 

computational effort, especially for neural language models. 

 Semantic level (graphs): Fairly more complex, these models generate graphs that 

can be thought as a generalisation of sequences and trees. Nowadays, there is no 

model capable of generating a realistic graph representation of source code within the 

software engineering domain, mainly because the possibilities have not been explored 

as much as in traditional NLP. 

2.2 NLP applications for source code 

Statistical models are used in the area of source code analysis in order to model uncertainties 

through means of probabilistic reasoning (M. Allamanis, 2018). They are used to automate 

and accelerate tasks as well as computing costly operations, which would otherwise be 

unfeasible, to understand hidden patterns within the code and its artefacts. 

This kind of models provides a wide range of applications that aim to improve the software 

development life cycle. By means of probabilistic reasoning, the models analyse the context, 

extract relevant information and quantify uncertainty like developers’ intent while coding. For 

instance, thanks to the employment of Machine Learning techniques, it is possible to build 

recommendation systems for several software artefacts that are intended to help developers 

and maintainers in their daily tasks.  

An important example of recommendation systems for source code is code completion, which 

is usually offered in programming frameworks, even though its suggestions are usually 

displayed in alphabetic order rather than being ordered according the predicted relevance of 

the context. Apart from traditional token-level language models for code completion, Language 

Models for code suggestion can be also created based on AST representation (Pavol Bielik, 

2016).  

Another useful application consists in inferring coding conventions. These conventions are not 

strictly imposed by the grammar of the programming language, even though they represent 

syntactic constraints adopted by developers. These conventions usually cover multiple aspects 

of coding, such as naming conventions, indentation, comments, declarations, etc. If these 

guidelines are followed, source code would be more readable, maintenance easier and the 
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overall quality of software higher. Given that imposing those constraints could be a tedious 

task, it is perhaps interesting to explore the possibility of having a machine learning system 

able to infer such conventions directly from the code base itself. For instance, in their study 

(Elena L Glassman, 2015) provide a tool for the teacher to detect student errors in code at 

scale. 

Moreover, many other more traditional NLP tasks such as document translation, 

summarisation, text generation, etc. could be applied in the context of software engineering. 

Statistical machine translation and neural machine translation models could help in translating 

from one programming language to another, as well as updating old versioned code in the 

same language. Although these models can learn mappings between languages, they have 

mainly been used to translate between programming languages that present similar structure 

and paradigms (Svetoslav Karaivanov, 2014). For instance, many researchers are proposing 

working solutions covering objected-oriented languages such as Java and C#. However, the 

goal is to create frameworks that will know how to handle different types of programming 

languages. 

The reason why the number of applications here is so little resides in the difficulty in learning 

the conceptual distance between languages while preserving semantics, independently from 

the languages being functional, object-oriented, etc. or how they manage the internal memory. 

Generative models of text in NLP could be applied to source code in order to perform code-to-

text and text-to-code translations. For instance, generating natural language description for 

snippets of code could be an extremely useful tool when it comes to generate documentation. 

The latter kind of models, usually referred as ‘code search’ models, are closely related to 

semantic parsing in NLP, since they transform natural language text into a representation of 

its meaning. These applications aim to help both developers and end users to easily write more 

readable code.  

Within DECODER some of these applications are going to be investigated under WP2. Indeed, 

tasks T2.3 and T2.4 consist in developing NER and summarisation (code-to-text) models for 

Java, C and C++ source code. 

Lastly, another important application of machine learning on source code, perhaps concerning 

the maintainer more than the developer, regards code defects and clones. It is extremely 

difficult to detect rare buggy code among a huge amount of well-written code. However, thanks 

to probabilistic models, one may be able to detect bugs relying on the assumption that 

statistically improbable pieces of code are considered to be defected. 

2.3 Embeddings in software engineering 

Embeddings refer to a set of language modelling and feature learning techniques in NLP where 

words or phrases from the vocabulary are mapped to vectors of real numbers, thus allowing 

to work with textual data in a mathematical concise model. This kind of representation may 

encode linguistic regularities and patterns within the text and it is an essential input for deep 

learning techniques. 

In recent times, a very powerful language model called BERT (J. Devlin, 2018) was presented 

by Google, based on transformers architecture, providing trained embeddings and 

demonstrating high versatility and ability to zero-shot learning even for those tasks that it has 
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not been trained to solve. By hugely outdoing Word2Vec (T Mikolov, 2013) performances, the 

embeddings it provides are built considering the context, thus being able to differentiate 

identical words having different meanings. 

Recently, the same idea has been applied to source code, demonstrating its validity with 

encouraging results. Given the easiness in collecting large quantity of quality written code from 

open source repositories, there is a great potential for such data-driven NLP applications. In 

their paper (Zimin Chen, 2019) investigate the current state of literature and offer a 

comprehensive list of existing embeddings papers related to software engineering and its 

possible applications within software development.  

Just like in traditional NLP, embeddings can be built at different levels of granularities, 

modelling words, sentences or entire paragraphs (Quoc V. Le, 2014). In the field of machine 

learning on source code, these vector representations can encode single tokens as well as 

entire functions, expressions or methods. 

The more research paper covering these topics, the vaster the possibilities of benefit through 

transfer learning. In particular, during the model building phase under T2.3, pre-trained code 

embeddings have been employed. Such vectors come from the paper ‘Splitting source code 

identifiers using Bidirectional LSTM Recurrent Neural Network’ (V. Markovtsev, 2018) – being 

trained over 3 PB of source files, they cover a wide range of programming languages (Java, 

C, C++ included). 

2.4 Named entity recognition (NER) 

NER is a sub-task of information extraction that aims to find and classify pre-defined categories 

within some text. As previously stated, NER falls into the category of ‘Representational Models 

of Code’, since the model relies on conditional probabilities in order to predict such entities. 

BIO notation is typically used, where ‘B’ stands for the beginning and ‘I’ for the inside of entities, 

while ‘O’ is used for tokens of no interest. 

The most powerful architectures for Named Entity Recognition are recurrent neural networks 

(RNN), in particular bidirectional LSTM models, usually followed by Convolutional Neural 

Network (CNN)  layers or Conditional Random Fields (CRF) (Zhiheng Huang, 2015). State of 

the art models for name entity recognition frequently present these kinds of structures along 

with the employment of pre-trained embeddings. Indeed, since ELMO (M. E. Peters, 2018) and 

BERT (J. Devlin, 2018) models were presented, many NLP applications, among them NER, 

hugely benefit from transfer learning from these huge architectures. Actually, one of the very 

best performing models for NER employs CRF on the top of a bidirectional LSTM, while using 

pre-trained embeddings from ELMO. 

However, within the domain of machine learning applied to source code it is not possible to 

rely on such powerful embeddings to boost performance since they are built for natural 

language. Given this, it is mandatory to switch to other kind of embeddings, like the ones 

presented in the previous section.  
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3 Datasets description 

Within the scope of tasks T2.3 and T2.4, regarding NER and code summarisation models 

building, source code files are needed as input data. The collection of these datasets, namely 

task T2.1, comes either from the use case providers as well as data gathered from research 

studies, available on the Internet. 

3.1 Research datasets 

The research datasets – gathered under the framework of task T2.1 – mainly consist of source 

code paired with either natural language descriptions (English) or their corresponding Abstract 

Syntax Trees (ASTs). The idea is to employ this information to accomplish tasks such as data 

augmentation, if needed, while developing tasks T2.3 and T2.4, in order to be able to achieve 

better performances of the models. 

Table 1 shows the entire list of the collected datasets until present time, which come in txt or 

JSON format. 

Table 1: Research datasets gathered under T2.1. 

 

It can be appreciated from the table that the magnitude of the datasets ranges from around 
12,000 observations to 588,108 observations and covers also programming languages such 
as Python, C# and Bash (Linux), which are not in the scope of those involved in DECODER 
project (namely Java, C and C++). Nonetheless, these could still be useful for building models 
under T2.4 if no annotations were provided by the use cases. 

3.2 Use cases datasets 

The data collected from the use cases under WP6 consist of source code files along with their 

corresponding files of annotated entities to be recognised in T2.3.  

In the following sections, the datasets coming from the four use cases are presented, together 

with some statistics and visualisations. Firstly, the frequency table of the chosen entities is 

provided (Table 2, Table 4, Table 6 and  Table 8) in order to display what are the most 

occurring tokens in the source file as well as identify poorly represented – and potentially 

problematic – entities. 
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Afterwards, the ‘Statistics and Visualisations’ section presents a table with some basic 

statistics regarding source file length distribution (Table 3, Table 5, Table 7 and Table 9) such 

as maximum and minimum values, mean, etc. In the same section, for each use case, two 

kinds of visualisations are provided:  

 Histograms of source code length distribution (Figure 1, Figure 3, Figure 5 and 

Figure 7) in terms of number to tokens in each file. 

 Identifiers frequency histogram, for the 30 most common identifiers names (Figure 

2, Figure 4, Figure 6 and Figure 8). 

3.2.1   Drivers 

 Leader: SYSGO 

 Programming Language: C 

 Number of source code files: 24 

 Number of entities to detect: 19 

Table 2: Entities frequencies for ‘Drivers’ use case. 

Entity Frequency 

TokenText 71,561 

TokenPunctuation 39,784 

TokenName 35,396 

TokenOperator 22,212 

TokenKeyword 6,944 

TokenCommentPreproc 4,803 

TokenCommentMultiline 2,761 

TokenLiteralNumberInteger 2,364 

TokenLiteralString 1,785 

TokenKeywordType 912 

TokenNameFunction 758 

TokenNameLabel 486 

TokenLiteralStringEscape 393 

TokenLiteralNumberHex 327 

TokenNameBuiltin 245 

TokenCommentPreprocFile 93 

TokenLiteralStringChar 27 

TokenKeywordsReserved 19 

TokenLiteralNumberOct 1 
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Statistics and visualisations 

Table 3: ‘Drivers’ source files length distribution. 

 Length 

count 24 

mean 7,952.96 

std 13,590.93 

min 82 

25% 770 

50% 2,621 

75% 8,396 

max 56,566 

 

Figure 1: ‘Drivers’ histogram of length distribution. 

Drivers use case is the one providing the lowest number of source files (24). However, files 

are quite long. Figure 1 shows four files having more than 20,000 tokens. 
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Figure 2: ‘Drivers’ identifiers frequencies histogram. 

3.2.2   OpenCV 

 Leader: TREE 

 Programming Language: C++ 

 Number of source code files: 597 

 Number of entities to detect: 17 

The source and annotations files from TREE use case come from a human-robot interaction 

application. It consists of an image recognition application, based on Computer Vision 

techniques. 

Table 4: Entity frequencies for ‘OpenCV’ use case. 

Entity Frequency 

Punctuation 35,693 

Name 33,374 

Operator 18,630 

Keyword 3,895 

Keyword.Type 3,078 

Literal.Number.Integer 2,925 

Comment.Preproc 2,396 
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Entity Frequency 

Comment.Single 2,354 

Literal.String 1,198 

Comment.PreprocFile 1,020 

Comment.Multiline 713 

Name.Function 703 

Name.Builtin 302 

Literal.Number.Float 209 

Name.Class 45 

Name.Label 24 

Literal.Number.Hex 11 

Statistics and visualisations 

Table 5: ‘OpenCV’ source files length distribution. 

 Length 

Count 597 

Mean 178.61 

Std 268.68 

Min 9 

25% 42 

50% 101 

75% 206 

Max 3,046 

OpenCV source files are still quite short compared to the Drivers use case, with almost every 

file length lower than 1,500 tokens, but this is balanced by the number of examples provided. 
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Figure 3: ‘OpenCV’ histogram of length distribution. 

 

Figure 4: ‘OpenCV’ identifiers frequencies histogram. 
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3.2.3   My Thai Star 

 Leader: CAPGEMINI 

 Programming Language: Java 

 Number of source code files: 149 

 Number of entities to detect: 41 

CAPGEMINI data consist in source files and annotations coming from their application My Thai 

Star. This application deals with the management of a restaurant, by handling reservations, 

invitations, table, menus etc. 

Table 6: Entity frequencies for ‘My Thai Star’ use case. 

Entity Frequency 

punctuation 23,946 

Identifier 17,423 

Public 1,032 

Import  945 

This 831 

@ 690 

JAVADOC 593 

Return 558 

StringLiteral 497 

Private 375 

Void 348 

If 281 

Null 258 

Class 216 

BooleanLiteral 175 

Package 149 

IntegerLiteral 131 

New 125 

Static 117 

Extends 113 

Long 111 

Final 110 

COMMENT 110 

Super 68 
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Entity Frequency 

Boolean 67 

Else 62 

Int 58 

implements 48 

Interface 42 

For 41 

Catch 15 

Try 15 

Throw 15 

Default 14 

Throws 14 

Abstract 12 

Protected 9 

Instanceof 4 

Enum 3 

Break 3 

Byte 2 

Statistics and visualisations 

Table 7: ‘My Thai Star’ source files length distribution. 

 Length 

Count 149 

Mean 333.26 

Std 482.24 

Min 21 

25% 94 

50% 228 

75% 406 

Max 4,255 
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Figure 5: ‘My Thai Star’ histogram of length distribution. 

My Thai Star use case presents 149 source files, but with shorter files. For instance, the 

histogram above shows that no more than 2 files have a length greater than 2,000 tokens.  

 

Figure 6: ‘My Thai’ Star identifiers frequencies histogram. 
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3.2.4   Java 

 Leader: OW2 

 Programming Language: Java 

 Number of source code files: 1,098 

 Number of entities to detect: 52 

Data from OW2 use case cover four distinct projects: authzforce, joram, lutece and sat4j, all 

of them written in Java. 

 Table 8: Entity frequencies for ‘Java’ use case.  

Entity Frequency 

Punctuation       329,911 

identifier 262,495 

public 9,202 

import 7,801 

final 6,543 

private 5,919 

return 5,916 

if 5,357 

new 5,067 

Static  5,052 

int 4,785 

this 4,590 

void 3,696 

null 3389 

boolean 1,711 

@ 1,625 

class 1,303 

throw 1,202 

for 1,195 

throws 1,143 

else 1,106 

package 1,097 

catch 873 

try 761 

extends 728 
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Entity Frequency 

false 717 

long 710 

protected 644 

true 631 

super 420 

implements 390 

instanceof 311 

assert 231 

interface 210 

break 194 

abstract 168 

double 167 

var 149 

case 138 

synchronized 131 

transient 119 

byte 96 

char 76 

default 46 

continue 42 

short 40 

switch 40 

do 36 

finally 35 

volatile 23 

float 21 

enum 13 

Statistics and visualisations 

Table 9: ‘Java’ source code length distribution. 

 length 

count 1,097 

mean 618.29 

std 1,338.37 
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 length 

min 6 

25% 98 

50% 239 

75% 678 

max 24,990 

 

Figure 7: ‘Java’ histogram of length distribution. 

Java use case provides the highest number of source files, with a single outlier as shown in 

Figure 7. 
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Figure 8: ‘Java’ identifiers frequencies histogram. 
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4 Model implementation 

Being this the first deliverable out of three versions, the models will be implemented and 

explored while scaling in complexity. Therefore, in D2.1 Recurrent Neural Networks (RNNs) 

along with word embeddings representation of tokens in the source code are developed; more 

costly and complex models, such as those involving characters embeddings, are going to be 

explored in future deliverables on this task. 

LSTM neural networks, proposed by Hochreiter and Schmidhuber back in 1997 (Hochreiter S, 

1997), are special types of RNNs which are more adaptable to detect long-term dependencies 

in the input data, and more powerful in handling the vanishing gradient problem of RNN.  LSTM 

adds to the traditional recurrent networks a way to “remember” the information across many 

steps and can be compared to a conveyor belt, where information can be put and transported 

at any time-step. This information, saved for later use, prevents older signals from vanishing 

(Chollet, 2018). 

 

Figure 9: LSTM cell. 

As we can see in the figure above, the memory blocks (called cells) that compose a LSTM 

neural network, process information coming from the cell state and the hidden state. The 

mechanism that conveys relevant information into next timesteps consists in three gates: 

forget, input and output gates.  

The forget gate controls which information should be kept through a sigmoid function that 

outputs values between 0 and 1. Afterwards the input gate decides what information should 

be passed to the next cell usually using tanh activation functions and, finally, the output gate 

decides how the next hidden state should behave, disposing of information on previous inputs.  

The formulas of a traditional LSTM cell are hereby reported: 

𝑓𝑡 = 𝜎(𝑤𝑓[ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓) 
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𝑖𝑡 = 𝜎(𝑤𝑖[ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑖) 

𝑐�̃� = 𝑡𝑎𝑛ℎ(𝑤𝑐[ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑐) 

𝑐𝑡 = 𝜎(𝑓𝑡 ∗ 𝑐𝑡−1 + 𝑖𝑡 ∗ 𝑐�̃�) 

𝑜𝑡 = 𝜎(𝑤𝑜[ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑜) 

ℎ𝑡 = 𝑡𝑎𝑛ℎ(𝑐𝑡) ∗ 𝑜𝑡 

where: 

𝑖𝑡 ,𝑓𝑡, 𝑜𝑡 represent the input, forget and output gate respectively at timestep 𝑡 

𝑤𝑖,𝑓,𝑜 : weights for input, forget and output gate 

𝑥𝑡 : input at current timestep 𝑡 

ℎ𝑡−1 : output of previous timestep (𝑡 − 1) 

𝑏𝑖,𝑓,𝑜 : biases for input, forget and ouput gate 

𝑐𝑡 : cell state at timestep 𝑡 

𝑐�̃� : output of previous timestep (𝑡 − 1) 

4.1 Pre-processing of source code files 

The NER models take as input a source code file (or set of files) written in C, C++ and Java 

and generate as output a file that contains, for each token in the input, the associated entity. 

The available source code is processed using Pygments (https://pygments.org/), whose 

purpose is to slice the source code file into different chunks, each one corresponding to a 

different token, thus working as a tokenizer. The output of Pygments is afterwards processed 

to obtain one-to-one correspondence between the obtained tokens and the entity annotation 

files provided by the use cases (each token should have an entity associated with it). 

After having parsed and tokenised the source code files, the tokens are mapped to a numerical 

representation, according to a vocabulary built on such tokens. The proposed architecture of 

the NER models based on Bi-LSTMs requires a fixed length for the number of tokens provided 

as input. However, not all the source code files in the training set have the same number of 

tokens. Therefore an analysis of the length distribution of these files (Figure 1, Figure 3, Figure 

5 and Figure 7) will determine the optimal length for training the models. Files shorter than this 

length will be padded and files longer will be trimmed. A small value for the length will mean 

that a lot of information will be lost since most of the files will have to be trimmed whereas a 

https://pygments.org/
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large value will imply that most of the files will have to be padded, introducing noise in the 

system and increasing the training time. 

Due to the wide difference in the source code files length, observed especially for the drivers 

use case from Sysgo, the choice of chunking individual files into shorter snippets has been 

taken. As a result, this kind of representation helps to deal with the increasing complexity that 

could result from applying padding to vectors of highly different dimension, providing a more 

comprehensive representation. Practically, source files from each use case are analysed 

individually in order to understand their optimal chunk size so that the padding is minimised. 

4.2 Pre-processing of annotations 

The annotation files were provided by the use case leaders in .txt format, where each text file 

contains a list of numbers labelling each token in the corresponding source code files. Together 

with those files, it comes an additional text file defining the entities/number dictionary.  

After grouping punctuation into a single entity for the use case in Java (Capgemini and OW2) 

and discarding some entities that appeared few times (if not none), especially within the test 

set, the information is padded into sequences, in order to have the same dimensionality of the 

inputs.  

Finally, since we are dealing with categorical variables, the 1-hot encoding technique is 

applied to the sequences of entities. This method allows representing categorical variables as 

binary vectors, which are composed of all ‘0’ except for a ‘1’ for the entity they are representing. 

4.3 Model architectures 

As previously stated, the padded sequences of source code tokens are fed into the neural 

network architectures. Such networks are composed by an initial embedding layer that extracts 

a dense numerical vector representation for tokens in the vocabulary, followed by recurrent 

LSTM layers combined with either dense softmax or CRF layers. 

These models share the majority of layers and parameters, differentiating themselves in the 

output layer configuration. The parameters that are not optimised during the optimisation 

process are: 

 Maximum length of input sequences 

 Number of layers 

 Optimiser  

 Loss function 

 Number of epochs 

Concretely the optimiser employed for most of the models is RMSprop, whose formula is 

similar to the gradient descent algorithm with momentum. However, RMSprop restricts the 

oscillations in the vertical direction, allowing faster steps to be taken in the horizontal direction, 

thus converging faster. The loss it minimises is defined as categorical cross-entropy loss, 
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which is used with categorical classification problems that output probabilities between 0 and 

1; loss increases as the predicted probability diverges from the actual label. 

On the other hand, parameters such as embedding dimensionality, number of hidden neurons, 

batch size and drop-outs value are tuned during the hyperparameters optimisation (discussed 

in section 5.1).  

Hereby, figures (Figure 10 and Figure 11) illustrate the architectures of the tested models. The 

main difference consists in the output layer of the networks, having dimensionality equals to 

the number of entities to predict, due to the 1-hot encoding procedure. 

Softmax model 

 

Figure 10: Softmax bi-LSTM architecture. 

In the case of typical bi-LSTM networks information conveys into the output gate through 

means of softmax activation functions, which is a normalised exponential function that 

normalises the n-dimensional input vector into a probability distribution, where the ‘n’ 

probabilities are proportional to the exponential of the real numbers in the input vector. 

In particular bi-LSTM architectures, as illustrated in (Figure 10) consist of two recurrent 

bidirectional layers, one providing information from forward states and the other bringing 

information from backwards states. At any time step, these hidden states are then combined, 

thus allowing to preserve information from both past and future. 
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CRF model 

Like the diagram in Figure 11, bidirectional Long Short Term Memory neural layers followed 

by dense softmax or CRF layers architectures are investigated and the best resulting model is 

used to perform hyperparameter tuning. The performance of both models has been compared 

with the addition of pre-trained identifier embeddings from source{d} (V. Markovtsev, 2018) 

and by training such embeddings from scratch. 

 

Figure 11: biLSTm - CRF architecture. 

Conditional random fields (John Lafferty, 2001) are discriminative undirected probabilistic 

graphical models, derived from Markov models, that are particularly useful when it comes to 

sequential prediction tasks, where the contextual information or neighbour state affect the 

https://sourced.tech/
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current prediction. While Hidden Markov Models are generative architectures that model the 

joint probability distribution, CRFs (Figure 12) model the conditional probability distribution, 

avoiding the assumption that labels are independent from each other. 

 

Figure 12: Conditional random fields graph. 

Since NER relies on the previous contextual words tokens, CRFs are used in order to learn 

which words correspond to which tag, namely to predict any sequence where multiple variables 

depend on each other. 
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5 Models evaluation 

With the aim of improving the performance of the models, the decision of carrying out 

automated hyperparameter tuning using Python library hyperopt has been taken 

(https://github.com/hyperopt/hyperopt). In particular, pre-trained embeddings from source{d} 

were used in case they improved baseline performances of the networks compared with the 

option of training the embeddings from scratch. It has been observed that the more entries the 

vocabulary shares with the embeddings the higher the performances of the model. When 

source{d} embeddings are incorporated into the training procedure, the number of words of 

the vocabulary shared with these vectors is also reported at the beginning of section 5.2. 

The parameters involved in this step are also shared by the two types of models tested. The 

set of tested parameters is reported hereby, whereas the specific values at which they are set 

during the trials will be reported in the following sections.  

 Embedding dimensionality 

 Number of hidden neurons of biLSTM 

 biLSTM dropout 

 biLSTM recurrent dropout 

 Batch size 

 Learning rate 

The procedure of training for all the models is carried out with a validation split of 10% of the 

training data, used to monitor the behaviour of the accuracy on such partition. To do so, 

callbacks are employed: 

 Early Stopping: This technique allows to stop the training, before the defined 

number of epochs, when validation accuracy does not improve according to a 

patience factor. 

 ReduceLROnPlateau: By monitoring validation accuracy, this callback also uses 

patience and directly intervenes to reduce the learning rate by a factor when the 

learning gets stationary. 

Hardware and Software 

This section is dedicated to providing information about the hardware and software stack 

employed to train the models. Figure 13 details the CPU specification of the machine, 

presenting one socket, composed by 10 cores with 2 threads each, resulting in 20 processing 

units. 
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Figure 13: Hardware stack. 

As already mentioned, the software used to carry out the analysis is Python (version 3.7.3); 

more precisely the neural networks are trained in Keras, which is a high-level Python API 

designed to work on the top of TensorFlow, CNTK, or Theano. In the case of this deliverable 

Keras version is 2.2.4, running with TensorFlow version 1.14.0 as a backend. A full list of the 

Python packages configuration needed to run the whole code is available in the appendix. 

5.1 Hyperparameters tuning 

A different set of parameters has been chosen and adjusted to each use case dimension of 

input data, vocabulary size, etc. Moreover, the number of trials is also set to different values 

due to reasons of complexity and computational cost. 

5.1.1 Drivers 

Total number of source code files: 24 (132 chunks) 

In this use case the number of source files is low. However, their length is quite high compared 
to the other use cases files. Therefore, here chunk size is set to a bigger value 1,000 and the 
number of resulting of chunked source files equals 132. 

The adopted partition for splitting the datasets into train and test is set to (70, 30), meaning 
that 30% of the files are never seen by the models within the training procedure and used for 
test performances (section 5.2). 

Search space 

Since the dataset for the Drivers use case is the smallest among the four datasets, the space 

to search hyperparameters will be bigger, without resulting in a huge increase in the training 

time. That is why additional biLSTM and dense layers are also included. 

 Embedding dimensionality: values [150, 200, 250] 
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 Number of hidden neurons: values [90, 110, 130, 150] 

 biLSTM recurrent dropout: uniform (0.1, 0.4) 

 Batch size: values [8, 16, 32] 

 Optional layers:  

o 2nd LSTM layer: neurons [90, 110, 130], recurrent dropout: uniform (0.1, 

0.4) 

o 2nd dense layer (before softmax) neurons [50, 70, 90]  

Results – 20 Trials 

 

Figure 14: ‘Drivers’ hyperopt - 20 trials. 

5.1.2 OpenCV 

Total number of source code files: 597  

Tree use case already presents much more source files. However, their length is not big.  

Therefore, the choice of adopting the chunk size of 200 is also adopted. This results in 898 

total blocks, split into 628 for training and 270 for test tasks. 

Search Space 

For this use case, the solution of using pre-trained embeddings from source{d} yield better 

result. Consequently, such embeddings are being adopted, whose dimensionality is a priori 

set to 200; that is why the dimension of the embeddings is not included in the space of 

hyperparameters tuning.  

 number of hidden neurons: values [170, 190, 210] 

 biLSTM dropout: uniform (0.1, 0.25) 

 biLSTM recurrent dropout: uniform (0.1, 0.25) 

 batch size: values [4,8] 

 learning rate: uniform (0.001, 0.01) 
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Results – 10 Trials 

 

Figure 15: ‘OpenCV’ hyperopt - 10 trials. 

5.1.3 My Thai Star 

Total number of source code files: 149 (330 chunks) 

Capgemini use case presents more source files, although their lengths are much shorter, as it 

can be appreciated in Figure 5. Due to these reasons the chunk size is reduced to 200, so that 

more files can be obtained. Finally, according to the (70, 30) partition, 231 chunks are used to 

train the models, while 99 for test purposes illustrated in section 5.2.2. 

Search Space 

Here the embedding dimensionality is set to higher values, as well as the number of neurons 

in the LSTM layer, while the ranges of the other parameters are quite similar. 

 embedding dimensionality: values [200, 300, 400] 

 number of hidden neurons: values [170, 190, 210, 230] 

 biLSTM dropout: uniform (0.1, 0.25) 

 biLSTM recurrent dropout: uniform (0.1, 0.25) 

 batch size: values [4,8] 

 learning rate: uniform (0.005, 0.15) 
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Results – 30 Trials 

 

Figure 16: ‘My Thai Star’ hyperopt - 30 trials. 

5.1.4 Java  

Total number of source code files: 1,098 

Source files have not been chunked, since there are a lot of examples. Therefore, 768 files are 
used to train the models and 330 to test performance on unseen data; parameters search 
spaces are tuned towards lower values due to this reason. The choice of using pretrained 
embeddings from source{d} has also been taken.  

Search Space 

 number of hidden neurons: values [70, 90,110] 

 biLSTM dropout: uniform (0.1, 0.4) 

 biLSTM recurrent dropout: uniform (0.1, 0.4) 

 batch size: values [32, 64, 128] 

 learning rate: uniform (0.001, 0.01) 
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Result – 10 Trials 

 

Figure 17: ‘Java’ hyperopt - 10 trials. 

5.2 Best models 

5.2.1 Drivers 

Total number of unique tags: 17 

Total number of unique tokens: 8,603 

Parameters 

 Embedding dimensionality: 250 

 Number of hidden neurons: 130 

 biLSTM recurrent dropout: 0.1599 

 Batch size: 8 

 Optional layers: not chosen 

Table 10: ‘Drivers’ best model accuracy. 

 precision recall F1-score 

Training Set (macro avg)    

Softmax - train embeddings 1.00 1.00 1.00 

Test Set (macro avg)    

Softmax - train embeddings 0.99 0.97 0.98 

Softmax classification report 

Training Set 

Total number of missclassified tokens: 53 

Percentage of missclassified tokens: 0.0576 

Percentage of missclassified tokens (without padding): 0.0576 



   

   

 D2.1 Report on techniques for information extraction from source code, V1 

 

 

DECODER Grant agreement No 824231  32 

Table 11: ‘Drivers’ classification report – softmax (training set). 

 precision recall F1-score support 

Training Set      

TokenOperator 1.00 1.00 1.00 15,088 

TokenLiteralNumberHex 1.00 1.00 1.00 226 

TokenPunctuation   1.00 1.00 1.00 27,026 

TokenNameBuiltin 1.00 1.00 1.00 138 

TokenCommentPreprocFile 1.00 0.98 0.99 63 

TokenCommentPreproc 1.00 0.97 0.98 1,251 

TokenLiteralStringEscape 1.00 1.00 1.00 256 

TokenLiteralNumberInteger 1.00 1.00 1.00 1,584 

TokenKeywordReserved 1.00 1.00 1.00 18 

TokenLiteralString 1.00 1.00 1.00 1,267 

TokenNameLabel 1.00 1.00 1.00 330 

TokenKeyword 1.00 1.00 1.00 4,852 

TokenName 1.00 1.00 1.00 24,256 

TokenKeywordType 1.00 1.00 1.00 625 

TokenLiteralStringChar 1.00 1.00 1.00 24 

TokenCommentMultiline 0.98 1.00 0.99 1,689 

TokenNameFunction 0.99 1.00 1.00 505 

PAD 1.00 1.00 1.00 12,622 

 

Test Set 

Total number of missclassified tokens: 259 

Percentage of missclassified tokens: 0.6475 

Percentage of missclassified tokens (without padding): 0.6763 

Table 12: ‘Drivers’ classification report – softmax (test set). 

 precision recall F1-score support 

Test Set      

TokenOperator 1.00 1.00 1.00 7,124 

TokenLiteralNumberHex 1.00 0.65 0.69 101 

TokenPunctuation   1.00 1.00 1.00 12,578 

TokenNameBuiltin 1.00 1.00 1.00 107 
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 precision recall F1-score support 

TokenCommentPreprocFile 0.95 0.67 0.78 30 

TokenCommentPreproc 0.99 0.96 0.98 1,915 

TokenLiteralStringEscape 1.00 1.00 1.00 137 

TokenLiteralNumberInteger 1.00 0.89 0.94 781 

TokenKeywordReserved 1.00 1.00 1.00 1 

TokenLiteralString 1.00 1.00 1.00 518 

TokenNameLabel 0.99 0.98 0.98 156 

TokenKeyword 1.00 1.00 1.00 2,092 

TokenName 0.99 1.00 0.99 11,140 

TokenKeywordType 1.00 1.00 1.00 287 

TokenLiteralStringChar 1.00 1.00 1.00 3 

TokenCommentMultiline 0.93 0.98 0.96 1,072 

TokenNameFunction 0.97 1.00 0.98 253 

PAD 1.00 1.00 1.00 1,705 
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Confusion Matrix (test set) 

 

Figure 18: Confusion Matrix for ‘Drivers’ use case - test set. 

5.2.2 OpenCV 

Total number of unique tags: 17 

Total number of unique tokens: 6,022 

Number of tokens in source{d} embeddings: 376 

Parameters 

 Batch size: 4 

 LSTM nodes: 170 

 LSTM dropout:  0.1645373815721814 
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 LSTM recurrent dropout: 0.18740405922033973 

 Learning rate: 0. 00418855541410499 

Table 13: ‘OpenCV’ best model accuracy. 

 precision recall F1-score 

Training Set (macro avg)    

Softmax – source{d} embeddings 1.00 0.97 0.99 

Test Set (macro avg)    

Softmax – source{d} embeddings 0.96 0.97 0.96 

Softmax classification report 

Training Set 

Total number of missclassified tokens: 39 

Percentage of missclassified tokens: 0.0311 

Percentage of missclassified tokens (without padding): 0.0522 

Table 14: ‘OpenCV’ classification report – softmax (training set). 

 precision recall F1-score support 

Training Set     

Name 1.00 1.00 1.00 23,416 

Name. Label 1.00 0.71 0.83 14 

Comment.PreprocFile 1.00 1.00 1.00 662 

Name.Class 1.00 1.00 1.00 29 

Literal.Number.Hex 1.00 0.90 0.95 10 

Literal.Number.Float 1.00 0.96 0.98 166 

Punctuation 1.00 1.00 1.00 25,230 

Name.Builtin 1.00 1.00 1.00 203 

Comment.Single 0.99 1.00 1.00 1,584 

Keyword.Type 1.00 1.00 1.00 2,101 

Comment.Preproc 1.00 1.00 1.00 1,565 

Name.Function 0.99 1.00 0.99 491 

Literal.String 0.99 1.00 0.99 842 

Keyword 1.00 1.00 1.00 2,760 

Comment.Multiline 1.00 0.99 0.99 502 

Literal.Number.Integer 1.00 1.00 1.00 2,107 

Operator 1.00 1.00 1.00 13,008 
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 precision recall F1-score support 

PAD 1.00 1.00 1.00 50,910 

Test Set 

Total number of missclassified tokens: 167 

Percentage of missclassified tokens: 0.3093 

Percentage of missclassified tokens (without padding): 0.5229 

Table 15: ‘OpenCV’ classification report – softmax (test set). 

 precision recall F1-score support 

Test Set     

Name 0.99 1.00 0.99 9,958 

Name. Label 1.00 1.00 1.00 10 

Comment.PreprocFile 0.97 1.00 0.98 358 

Name.Class 1.00 1.00 1.00 16 

Literal.Number.Hex 0.50 1.00 0.67 1 

Literal.Number.Float 0.94 0.81 0.87 103 

Punctuation 1.00 1.00 1.00 10,463 

Name.Builtin 1.00 1.00 1.00 99 

Comment.Single 0.95 0.97 0.96 770 

Keyword.Type 1.00 1.00 1.00 977 

Comment.Preproc 1.00 0.99 0.99 831 

Name.Function 0.98 0.97 0.97 212 

Literal.String 0.95 0.94 0.94 356 

Keyword 1.00 1.00 1.00 1,135 

Comment.Multiline 0.94 0.85 0.89 211 

Literal.Number.Integer 1.00 0.97 0.99 818 

Operator 1.00 1.00 1.00 5,622 

PAD 1.00 1.00 1.00 22,060 
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Confusion Matrix (test set) 

 

Figure 19: Confusion Matrix for ‘OpenCV’ use case - test set. 

5.2.3 My Thai Star  

Total number of unique tags:  41 

Total number of unique tokens: 2,298 

Parameters 

 Batch size: 8 

 Embeddings dimension: 300 

 LSTM nodes: 230 

 LSTM dropout:  0.16105805301915302 



   

   

 D2.1 Report on techniques for information extraction from source code, V1 

 

 

DECODER Grant agreement No 824231  38 

 LSTM recurrent dropout: 0. 17674018063582342 

 Learning rate: 0. 005722487790627652 

Table 16: ‘My Thai Star’ best model accuracy. 

 precision recall F1-score 

Training Set (macro avg)    

Softmax - train embeddings 1.00 1.00 1.00 

Test Set (macro avg)    

Softmax - train embeddings 0.92 0.92 0.92 

 

The best model for My Thai Star use case does not employ pretrained embeddings from 

source{d} while using a softmax approach. 

Softmax classification report 

Training Set 

Total number of missclassified tokens: 18 

Percentage of missclassified tokens: 0.0390 

Percentage of missclassified tokens (without padding): 0.0519 

Test Set 

Total number of missclassified tokens: 46 

Percentage of missclassified tokens: 0.2323 

Percentage of missclassified tokens (without padding): 0.3069 

Table 17: ‘My Thai Star’ classification report – softmax (training set). 

 precision recall F1-score support 

Training Set      

new 1.00 1.00 1.00 88 

void 1.00 1.00 1.00 249 

BooleanLiteral 1.00 1.00 1.00 95 

enum 1.00 1.00 1.00 1 

static 1.00 1.00 1.00 91 

byte 1.00 1.00 1.00 2 

identifier 1.00 1.00 1.00 12,298 

if 1.00 1.00 1.00 149 

catch 1.00 1.00 1.00 10 
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 precision recall F1-score support 

throw 1.00 1.00 1.00 11 

JAVADOC 1.00 1.00 1.00 441 

COMMENT 0.95 0.95 0.95 88 

abstract 1.00 1.00 1.00 8 

class 1.00 1.00 1.00 169 

IntegerLiteral 1.00 1.00 1.00 87 

super 1.00 1.00 1.00 50 

package 1.00 1.00 1.00 106 

import 1.00 1.00 1.00 624 

punctuation 1.00 1.00 1.00 16,576 

public 1.00 1.00 1.00 764 

throws 1.00 1.00 1.00 11 

@ 1.00 1.00 1.00 540 

final 1.00 1.00 1.00 86 

implements 1.00 1.00 1.00 34 

else 1.00 1.00 1.00 31 

return 1.00 1.00 1.00 391 

null 1.00 1.00 1.00 136 

interface 1.00 1.00 1.00 35 

protected 1.00 1.00 1.00 6 

this 1.00 1.00 1.00 544 

break 1.00 1.00 1.00 3 

StringLiteral 0.98 0.99 0.99 353 

for 1.00 1.00 1.00 35 

boolean 1.00 1.00 1.00 53 

extends 1.00 1.00 1.00 82 

default 1.00 1.00 1.00 11 

private 1.00 1.00 1.00 275 

int 1.00 1.00 1.00 38 

long 1.00 1.00 1.00 87 

instanceof 1.00 1.00 1.00 4 

try 1.00 1.00 1.00 9 

PAD 1.00 1.00 1.00 11,531 
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Table 18: ‘My Thai Star’ classification report – softmax (test set). 

 precision recall F1-score support 

Test Set      

new 1.00 1.00 1.00 37 

void 0.00 0.00 0.00 99 

BooleanLiteral 1.00 1.00 1.00 80 

enum 1.00 1.00 1.00 2 

static 1.00 1.00 1.00 26 

byte 0.00 0.00 0.00 0 

identifier 1.00 1.00 1.00 5,125 

if 1.00 1.00 1.00 132 

catch 1.00 1.00 1.00 5 

throw 1.00 1.00 1.00 4 

JAVADOC 0.98 0.97 0.97 152 

COMMENT 0.64 0.73 0.68 22 

abstract 1.00 1.00 1.00 4 

class 1.00 1.00 1.00 47 

IntegerLiteral 1.00 0.89 0.94 44 

super 1.00 1.00 1.00 18 

package 1.00 1.00 1.00 43 

import 1.00 1.00 1.00 321 

punctuation 1.00 1.00 1.00 7,372 

public 1.00 1.00 1.00 268 

throws 1.00 1.00 1.00 3 

@ 1.00 1.00 1.00 150 

final 1.00 1.00 1.00 24 

implements 1.00 1.00 1.00 14 

else 1.00 1.00 1.00 31 

return 1.00 1.00 1.00 197 

null 1.00 1.00 1.00 122 

interface 1.00 1.00 1.00 7 

protected 1.00 1.00 1.00 3 
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 precision recall F1-score support 

this 1.00 1.00 1.00 287 

break 0.00 0.00 0.00 0 

StringLiteral 0.92 0.90 0.91 144 

for 1.00 1.00 1.00 6 

boolean 1.00 1.00 1.00 14 

extends 1.00 1.00 1.00 31 

default 1.00 1.00 1.00 3 

private 1.00 1.00 1.00 100 

int 1.00 1.00 1.00 20 

long 1.00 1.00 1.00 24 

instanceof 0.00 0.00 0.00 0 

try 1.00 1.00 1.00 6 

PAD 1.00 1.00 1.00 4,813 
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Confusion Matrix (test set) 

 

Figure 20: Confusion Matrix for ‘My Thai Star’ use case - test set. 

5.2.4 Java 

Total number of unique tags: 51 

Total number of unique tokens: 19,782 

Number of tokens in source{d} embeddings:  1,135 
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Parameters 

 number of hidden neurons: 90 

 biLSTM dropout: 0.3297 

 biLSTM recurrent dropout: 0.2126 

 batch size: 32 

 learning rate: uniform (0.001, 0.01) 

Table 19: ‘Java’ best model accuracy. 

 precision recall F1-score 

Training Set (macro avg)    

Softmax – source{d} embeddings 1.00 1.00 1.00 

Test Set (macro avg)    

Softmax – source{d} embeddings 1.00 1.00 1.00 

Misclassified tokens 

Training Set 

Total number of missclassified tokens: 0 

Percentage of missclassified tokens: 0.0000 

Percentage of missclassified tokens (without padding): 0.0000 

Test Set 

Total number of missclassified tokens: 10 

Percentage of missclassified tokens: 0.0015 

Percentage of missclassified tokens (without padding): 0.0062 

Table 20: ‘Java’ misclassified tokens - test set. 
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The model for Java use case is so precise that there are only 10 misclassifed tokens in the 

test set, being tested over 330 source files. Since f1-score is so high, the classification report 

cannot include enough decimals to show what categories are misclassified. Therefore, Table 

20 aims to show that the network is wrongly classifying a few identifiers as punctuation, which 

are the second mostly represented entity in the dataset. 

Confusion Matrix (training set) 

 

Figure 21: Confusion Matrix for ‘Java’ use case – training set. 
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6 Summary and conclusion 

Up to this point, high accuracy metrics have already been reached, especially for OW2 use 

case source code, belonging to four projects written in Java. For the other use cases, which 

lack such large quantity of input data, chunking of source code files into smaller snippets was 

needed in order to be able to reach at least a value of the f-1 score higher than 90%. 

Interestingly, OpenCV model, which presents a total amount of source files equal to about half 

of those from OW2, reached 0.96 accuracy, outperforming results from Sysgo and Capgemini 

by a significant percentage. 

Even with the optimisation of the hyperparameters for such models, results did not change 

considerably, suggesting that perhaps more options should be considered. On the one hand, 

data augmentation can help in building a larger dataset for Capgemini, Sysgo and OpenCV 

use cases. On the other hand, more complex representations of source code like ASTs and 

graphs together with the employment of more complex architectures could help improve 

performances drastically. 

In future versions, as already mentioned, the possibilities of characters embeddings models 

are going to be explored, apart from providing more information about training data. With 

characters embeddings, it is possible to get a meaningful representation even for new words 

that are not in the vocabulary, by simply combining the characters representation. This will be 

explored for the next deliverable. 
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Appendix 

Python Libraries: 

absl-py==0.8.0 

alembic==1.0.11 

ann-visualizer==2.5 

apipkg==1.5 

asn1crypto==0.24.0 

astor==0.8.0 

async-generator==1.10 

atomicwrites==1.3.0 

attrs==19.1.0 

backcall==0.1.0 

beautifulsoup4==4.7.1 

bleach==3.1.0 

blinker==1.4 

bokeh==1.0.4 

certifi==2019.6.16 

certipy==0.1.3 

cffi==1.12.3 

chardet==3.0.4 

Click==7.0 

cloudpickle==0.8.1 

conda==4.6.14 

contextlib2==0.6.0 

cryptography==2.7 

cycler==0.10.0 

Cython==0.29.11 

cytoolz==0.9.0.1 

dask==1.1.5 

decorator==4.4.0 

defusedxml==0.5.0 

dill==0.2.9 

distributed==1.28.1 

entrypoints==0.3 

et-xmlfile==1.0.1 

execnet==1.7.1 

fastcache==1.1.0 

freetype-py==2.1.0.post1 

future==0.17.1 

gast==0.3.2 

gmpy2==2.1.0b1 

google-pasta==0.1.7 

graphviz==0.13 

grpcio==1.24.0 

h5py==2.9.0 

heapdict==1.0.0 

hyperas==0.4.1 

hyperopt==0.1.2 

idna==2.8 

imageio==2.5.0 

importlib-metadata==0.23 
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ipykernel==5.1.1 

ipython==7.6.1 

ipython-genutils==0.2.0 

ipywidgets==7.4.2 

jdcal==1.4.1 

jedi==0.14.0 

Jinja2==2.10.1 

jsonschema==3.0.1 

jupyter==1.0.0 

jupyter-client==5.2.4 

jupyter-console==6.0.0 

jupyter-core==4.4.0 

jupyterhub==1.0.0 

jupyterlab==0.35.5 

jupyterlab-server==0.2.0 

Keras==2.2.4 

Keras-Applications==1.0.8 

keras-contrib==2.0.8 

keras-metrics==1.1.0 

Keras-Preprocessing==1.1.0 

keras-utils==1.0.13 

kiwisolver==1.1.0 

llvmlite==0.27.1 

lml==0.0.9 

locket==0.2.0 

Mako==1.0.10 

Markdown==3.1.1 

MarkupSafe==1.1.1 

matplotlib==3.0.3 

mistune==0.8.4 

mock==3.0.5 

more-itertools==7.2.0 

mpmath==1.1.0 

msgpack==0.6.1 

natsort==6.0.0 

nbconvert==5.5.0 

nbformat==4.4.0 

networkx==2.3 

notebook==5.7.8 

numba==0.42.1 

numexpr==2.6.9 

numpy==1.15.4 

oauthlib==3.0.1 

odfpy==1.4.0 

olefile==0.46 

openpyxl==3.0.0 

packaging==19.0 

pamela==1.0.0 

pandas==0.24.2 

pandocfilters==1.4.2 

parso==0.5.0 

partd==1.0.0 

path.py==12.0.1 

patsy==0.5.1 
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pexpect==4.7.0 

pickleshare==0.7.5 

Pillow==6.1.0 

pluggy==0.13.0 

prometheus-client==0.7.1 

prompt-toolkit==2.0.9 

protobuf==3.7.1 

psutil==5.6.3 

ptyprocess==0.6.0 

py==1.8.0 

pycosat==0.6.3 

pycparser==2.19 

pycurl==7.43.0.2 

pydot==1.4.1 

pydot-ng==2.0.0 

pydotplus==2.0.2 

pyexcel-io==0.5.20 

pyexcel-ods==0.5.6 

Pygments==2.4.2 

PyJWT==1.7.1 

pymongo==3.9.0 

pyOpenSSL==19.0.0 

pyparsing==2.4.0 

pyrsistent==0.15.2 

PySocks==1.7.0 

pytest==5.2.0 

pytest-shutil==1.7.0 

python-dateutil==2.8.0 

python-editor==1.0.4 

pytz==2019.1 

PyWavelets==1.0.3 

PyYAML==5.1.1 

pyzmq==18.0.2 

qtconsole==4.5.5 

requests==2.22.0 

rpy2==2.9.4 

ruamel-yaml==0.15.71 

scikit-image==0.14.3 

scikit-learn==0.20.3 

scipy==1.2.1 

seaborn==0.9.0 

Send2Trash==1.5.0 

six==1.12.0 

sortedcontainers==2.1.0 

soupsieve==1.9.2 

SQLAlchemy==1.3.5 

statsmodels==0.9.0 

sympy==1.3 

tblib==1.4.0 

tensorboard==1.14.0 

tensorflow==1.14.0 

tensorflow-estimator==1.14.0 

tensorflow-gpu==1.14.0 

termcolor==1.1.0 
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terminado==0.8.2 

testpath==0.4.2 

toolz==0.9.0 

tornado==6.0.3 

tqdm==4.36.1 

traitlets==4.3.2 

tzlocal==1.5.1 

urllib3==1.24.3 

vincent==0.4.4 

vispy==0.6.3 

wcwidth==0.1.7 

webencodings==0.5.1 

Werkzeug==0.16.0 

widgetsnbextension==3.4.2 

wrapt==1.11.2 

xlrd==1.2.0 

zict==1.0.0 

zipp==0.6.0 
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